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Abstract 

 

Automatic Deep Prediction: 

Computational early detection of dairy cattle Mastitis 

using semi-supervised learning 

by 
Moaath Khamaysa Hajaya 

 
        Dairy cattle Mastitis is considered as one of the most notable and costly diseases in 

dairy industry worldwide; this disease severely affects dairy cattle and results in a costly 

cattle treatment, and causes a huge decrease in milk produced from sick cows. Mastitis also 

may cause other diseases that may affect the herd due to the bacterial infection. The total 

Mastitis cost to dairy industry in New Zealand is up near $280 million a year; this cost 

includes drop in milk production, low-grade milk quality, cattle treatment cost and other 

costs. 

        This research includes the examination and analysis of data collected from a commercial 

robotic dairy farm, in order to design and build computational models that can help early 

and accurate detection of Mastitis in dairy cattle herds. Unlike previous studies, this research 

approaches the early detection by studying pre-clinical Mastitis. Pre-clinical Mastitis includes 

sick instances in any form prior to clinical Mastitis, including the form of subclinical Mastitis, 

which is the earliest form of the disease. This approach of defining early detection complies 

with the understanding of cattle Mastitis as a continuum of different forms/stages, which is 

more realistic than thinking of subclinical Mastitis as an isolated status of the disease. 

        Early and accurate Mastitis detection helps cut treatment costs, control the disease, 

retain milk production levels and maintain milk quality grade. In addition to cutting financial 
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costs, early detection helps cows by protecting them and relieving pain caused by the 

disease. Computational models can help achieve these by helping farmers to adopt timely 

and suitable cattle treatment regime, and by preventing healthy cows from being infected. 

        For this research, robotic data have been collected for 12 months from a barn-based 

dairy farm at Makikihi in South Canterbury - New Zealand. At data collection time, that farm 

was the largest dairy farm in the world in terms of the number of milking-robots under one 

roof (24 milking robots in one barn). The collected dataset contains sensor data of more than 

1,900 cows being milked more than 1.1 million times during the time of data collection. 

        Semi-supervised learning (Manifold learning and unsupervised clustering) was applied 

to farm data in order to detect and label data points of pre-clinical Mastitis cases, while the 

farm treatment record was used as a ground-truth standard to define data points of the 

clinical Mastitis cases. This process has generated 20 different 2-D representations, based on 

20 different feature combinations, each representation showing the detected pre-clinical 

data points, and the recognized ground-truth clinical data points. Before labelling the 

obtained clusters, the chronological order of the three clusters of each model was validated 

using time series analysis. 

        Having about 29,000 milking instances fully labelled, a deep neural network was used to 

build, train and validate two classifiers for each variable combination of each model; a 

healthy/clinical classifier, and a healthy/pre-clinical classifier. 

        Four models have shown the ability to perform both clinical and pre-clinical tasks with a 

high level of accuracy; with Specificity of 99% & Sensitivity of 97-99% for clinical 

classification, and with Specificity of 99% & Sensitivity of 84-93% for pre-clinical 

classification. The top 4 models were able to detect pre-clinical milking instances within up 

to 9 days before clinical symptoms confirmed and treatment started, which gives farmers 

more time to stay ahead of the disease within the herd. 

        With this high and stable Specificity, and the relatively high Sensitivity, these models 

avoid the problem of false positive alerts, while maintaining a very good capability of 

detecting pre-clinical sick cases within the herd. 

        This research has validated the discriminating power of variables that were previously 

used in Mastitis detection modelling, such as milk electrical conductivity and milk yield. On 

the other hand, this research has explored and utilized variables that have not been used 

before in computational Mastitis detection, such as last milking interval and actual milking 

duration. The effect of each of the used variables has been evaluated in this study. 
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        By using semi-supervised learning and deep neural networks to build Mastitis early 

detection models, this study exploits the main characteristic that gives deep learning 

predominance compared with other techniques - representation learning, which means that 

the trained models can extract patterns that used to be ignored by other techniques, to 

reveal clusters of different Mastitis forms, using real-world sensor data, generated by 

milking robots in a commercial dairy farm, including data for previously unexploited 

features. 

        The results of this research allow viewing dairy cattle Mastitis detection from a different 

angle, which brings about a broader understanding of some of the early signs and 

symptoms, leading to better control and management of the disease. 

 

Keywords: Mastitis, cattle, pre-clinical, subclinical, neural networks, deep learning, ReLU, 

semi-supervised learning, t-SNE, DBSCAN, Keras, Tensorflow, SOM, clustering, classification, 

unsupervised, manifold learning, dimensionality reduction, time series, VMS, DeLaval, robotic, 

dairy 
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CHAPTER 1: Introduction 

1.1 Mast-itis, what is it? 

Mastitis is considered as one of the most notable and costly diseases in dairy industry 

worldwide (Viguier, Arora, Gilmartin, Welbeck, & O’Kennedy, 2009) and (Petrovski, Trajcev, 

& Buneski, 2006). This disease severely affects dairy cattle and results in costly bacterial 

treatment and causes a significant decrease in milk produced from sick cows. Mastitis also 

may cause other diseases that may affect the herd as a result of the bacterial infection 

(Halasa, Huijps, Østerås, & Hogeveen, 2007). The direct outcomes of Bovine Mastitis include 

(Viguier et al., 2009): 

 Significant drop in milk production (permanent or temporary). 

 Low-grade milk quality due to the alteration in some components in milk, which leads 

to reduction in milk price. 

 Discarding milk produced from cows being treated by antibiotic. 

 Cattle treatment costs. 

 Cost of additional labour. 

 Additional costs of milk quality/ disease status monitoring. 

 Decrease of fertile-life of cattle. 

 Low quality/ price of cattle meat. 

The National Mastitis Council defines Bovine Mastitis (Mast = breast, itis = inflammation) as 

the inflammation of the mammary gland (udder tissue) in cattle; this inflammation is a 

response to bacterial, chemical, thermal or physical injury. In dairy cattle, Mastitis is always 

caused by pathogens (bacteria) that attack the milk-producing tissues in the udder and 

produce toxins that immediately cause damage in the udder (Jones & Bailey, 2009). 

The next two subsections discuss the clinical and subclinical Mastitis and the differences 

between them. 
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1.2 Healthy, clinical and in-betweens 

1.2.1 Clinical Mastitis 

Clinical Mastitis is distinguished by visible abnormal signs in the milk and/ or the udder. Milk 

flakes, milk clots and watery milk are the most commonly observed abnormalities in milk 

produced from clinical Mastitis cows. On the other hand, heat, redness, hardness and 

swelling are the most common visual abnormalities observed in the clinical Mastitis cows’ 

udders. The severity of milk and udder abnormalities expresses the severity of clinical 

Mastitis. There are other visible signs of clinical Mastitis; such as pain, significant drop in milk 

produced from a sick cow, fever, dehydration and poor appetite (Hogeveen & Ouweltjes, 

2002). 

1.2.2 Subclinical Mastitis 

Unlike clinical Mastitis, subclinical Mastitis does not cause visible signs or symptoms in the 

milk or udder. However, milk yield from subclinical Mastitis cows is significantly less than 

normal, and the quality of that milk is lower than normal (Viguier et al., 2009). The reduction 

in milk quality in subclinical Mastitis cows is due to the high Somatic Cell Count (SCC) in milk. 

Somatic cells are white blood cells that enter the infection area to eliminate the bacteria. 

Currently, measuring SCC level in milk is the only way to detect and diagnose subclinical 

Mastitis, as higher SCC level means lower milk quality and worse subclinical Mastitis 

infection (Petrovski et al., 2006). Therefore, any computational/ automatic solution to 

subclinical Mastitis detection will be a highly beneficial contribution. 

1.2.3 Pre-clinical Mastitis 

Unlike previous studies, this study views the landscape of Mastitis in a way that complies 

more with the nature of Mastitis as a disease. This study uses the term “pre-clinical”, which 

denotes the continuum of different Mastitis forms/ stages that occur in the animal before 

any clinical signs become visible (clinical Mastitis). 

Table 1.1 exhibits the different forms/ stages of cattle Mastitis; these forms fall into two 

main categories; pre-clinical Mastitis and clinical Mastitis. Pre-clinical Mastitis covers 

different forms of subclinical Mastitis, while clinical Mastitis includes different degrees of 

severity of clinical signs. As it is difficult to draw distinct borders between different Mastitis 

forms, signs and symptoms of the animal, the udder and the milk are used to define each 

form constituting the Mastitis spectrum (Dairy-Australia, 2017). 
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This research focuses on detecting pre-clinical Mastitis milking instances as early as possible, 

in order to allow better control and management of the disease. 

In this study, pre-clinical Mastitis includes different degrees of subclinical Mastitis that affect 

different animals within the same herd. It is worth mentioning that any form of cattle 

Mastitis typically turns into the consequent form (Hovinen & Pyörälä, 2011), and that mainly 

depends on the state of the animal’s immune system, in addition to other factors, including 

on-farm disease control; and this is why detecting pre-clinical cases is very important. 
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Table 1.1 Signs and symptoms of different forms of Mastitis 

 

 

Form/ stage of Mastitis Cow Udder Milk 

Pre-clinical 

Mild subclinical Mastitis 
No observable 

changes 
No observable changes 

No observable changes, but significant 

changes in milk composition 

Moderate subclinical Mastitis 
No observable 

changes 
No observable changes Mild changes, such as wateriness 

Subclinical Mastitis 
No observable 

changes 
No observable changes Few clots or flakes occur 

Mild clinical Mastitis 
No observable 

changes 
Lumps may be felt Few clots or flakes occur 

Clinical 

Clinical Mastitis 
No observable 

changes 
Shows little change Abnormalities are seen 

Acute clinical Mastitis 
May or may not be 

sick 
Hot, swollen and painful 

Abnormal and can be discoloured and 

contains clots and/or blood 

Severe clinical Mastitis 
Extremely ill and 

depressed, may die 

May become gangrenous 

(black Mastitis) 

Reddish because of blood, and abnormalities 

are very clear 
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1.3 Cattle Mastitis causing bacteria 

There are many types of pathogens that cause Mastitis; these pathogens attack the 

mammary gland tissues through the teat canal, and then they reproduce and release 

damaging toxins that cause the inflammation which in turn results in the milk and body 

abnormalities. 

(Jones & Bailey, 2009) and (Khan & Khan, 2006) state that bacteria (or pathogens) that cause 

Mastitis can be classified into two broad categories according to means of spread and 

infection time - contagious pathogens and environmental pathogens. Contagious Mastitis 

pathogens, which reside in the udder, can spread from infected udders to healthy udders 

through polluted teat-cup liners, milkers’ hands, cleaning towels and flies, whereas 

environmental pathogens usually reside in the cow’s surrounding environment, like soil and 

manure etc. While contagious Mastitis pathogens usually infect cattle during milking time, 

infection by environmental pathogens happens mainly during time between milkings. 

The most common contagious Mastitis pathogens are Staphylococcus aureus and 

Streptococcus agalactiae, while Strepcococcus uberis, Strepcococcus dysgalactiae, E. coli and 

Klebsiella are the most widespread environmental Mastitis pathogens (Khan & Khan, 2006). 

However, Mastitis causing pathogens may vary from country to country and from 

environment to environment. 

1.4 Effects of Mastitis on milk compositional characteristics 

In dairy cattle, milk is very sensitive to Mastitis infection which causes changes in milk 

quantity, composition, colour and appearance, which result in a significant drop in milk 

quality, and that leads to a tangible decrease in milk prices (Mansell & Seguya, 2011). 

Mastitis changes the composition of milk components such as lactose, protein and fat. On 

the other hand, the concentration of some components increases due to the body reaction 

to the inflammation, such as blood serum components. Changes in milk compositional 

characteristics lead to significant drop in milk quality, which decreases the shelf-life of the 

final-product (Petrovski et al., 2006). 

1.5 Cost of Mastitis 

The high financial cost of dairy cattle Mastitis strongly affects the dairy industry and causes 

significant losses to farmers. This cost could be direct, like the decrease in milk yield from 
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sick cows, discarding of milk produced from cows being treated by antibiotics and reduction 

in milk prices because of the decrease in milk quality; this decrease in quality is due to 

changes in milk contents, like lower amounts of fat & protein contents, and higher SCC levels 

in milk (Petrovski et al., 2006). Indirect Mastitis costs include treatment (vets and drugs), 

additional labour and culling of sick cows (Kim & Heald, 1999). 

1.5.1 Cost of Mastitis worldwide 

In The United States, Mastitis costs dairy industry US$1.7-2 billion annually (Jones & Bailey, 

2009). The annual losses caused by Mastitis in United Kingdom and Australia are about £300 

million and A$40 million, respectively (Viguier et al., 2009). In Netherlands, Mastitis costs 

about €210 on average for every infected cow (Huijps, Lam, & Hogeveen, 2008). 

1.5.2 Cost of Mastitis in New Zealand 

Fighting Mastitis and making this fight a high priority in dairy farms management reflect the 

significance of Mastitis in dairy industry in New Zealand. By the end of 2015, the number of 

milking-cows in New Zealand surpassed 5 million cows for the first time ever; this number 

was foreseen knowing that the last decade has witnessed an increase in milk production of 

New Zealand dairy companies by 47% (DairyNZ & LIC, 2015). The dairy industry contributes 

25% of New Zealand’s merchandise export earnings, accounts for over a third of the world’s 

international dairy trade and feeds more than 100 million people worldwide. The total 

Mastitis cost to dairy industry in New Zealand is up near NZ$280 million a year (Denis, 

Wedlock, Lacy-Hulbert, Hillerton, & Buddle, 2009); this cost includes drop in milk production, 

low-grade milk quality, cattle treatment cost and other costs. Figure 1.1 demonstrates the 

general distribution of Mastitis on-farm costs in New Zealand in 2006; the total of these 

costs was roughly NZ$40 annually per cow (Malcolm et al., 2006). The highest three on-farm 

costs are loss of milk production cost, dry cow antibiotics treatment cost and early culling 

cost. 
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Figure 1.1 Distribution of on-farm Mastitis costs in New Zealand in 2006. Loss of 
milk production cost, DCT (Dry cow treatments) antibiotics cost and culling cost 

are the highest three on-farm costs (Malcolm et al., 2006) 

 

 

1.6 General overview of cattle life cycle on dairy farms 

By breeding dairy cows, a dairy farm sustains lactation among the dairy cattle herd to 

produce milk from cows after giving birth to their calves. 

1.6.1 Breeding 

Breeding dairy cattle begins around 8 – 16 months old depending on the animal’s weight and 

breed. Female cattle which are over 6 months old are called “heifers”. Heifers could be bred 

naturally (by a bull), or using artificial insemination, which is easier and more common on 

dairy farms (Shahinfar et al., 2014). 
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1.6.2 Calving 

The cow’s gestation period is about 9-10 months (around 285 days). Once a calf is born, 

farmers make sure to make this calf receive the mother’s first milk, as this milk is important 

for the calf’s nutrition to support and protect the new-born animal’s immune system. 

However, new-born calves are usually separated from their mothers within the first few days 

(around 3 days); this separation simplifies the herd management and prevents disease 

transmission between the calf and the mother through milk. The calf is then fed with milk 

replacer, allowing the calf’s mother to be milked for human consumption (Boersema, 

DaSilva, Mee, & Noordhuizen, 2010). 

1.6.3 Lactation 

Dairy cows start producing milk immediately after giving birth. Depending on the dairy 

system followed on the farm, a cow could be milked once, twice or three times a day. Milk 

production peaks around 40-60 days after calving, and then after that (after 2 months of last 

calving) the cow is bred again (Boersema et al., 2010). 

1.6.4 Drying-off 

Milk production continuously decreases after 60 days of last calving. Milking the cow stops 

at around 305 days after last calving, and then the cow is “dried-off” and separated from the 

milking herd. Around two months after drying-off the cow, which means about one year 

after last calving, the cow will calve again (Shahinfar et al., 2014). 

1.6.5 Culling 

Dairy cows can live for more than 20 years, and they can produce milk for up to 10 

lactations. However, normally in dairy farms, cows are culled after 4 lactations (around 5-6 

years old). Dairy cows that have difficulties in breeding, or cows that don’t produce 

economically sufficient amounts of milk are also culled. Most of culled cows are marketed 

for beef. There are other reasons for culling in dairy farms; like diseases, such as Mastitis, 

lameness and infertility (Jones & Bailey, 2009). 

 



9 
 

1.7 Importance of early and accurate cattle Mastitis detection 

Early and accurate detection of cattle Mastitis allows better control and management of the 

disease in terms of reducing and limiting the different costs of the infection and preventing 

Mastitis pathogens from transferring to other healthy cows within the herd. 

1.7.1 Financial cost 

The economic losses caused by Mastitis in dairy farms varies from country to country and 

from region to region within one country (Halasa et al., 2007). Typically, losses caused by 

Mastitis include: decrease in milk production, drop in milk quality (prices), discarding milk, 

treatment cost (vets and drugs), extra labour cost, early culling cost and cost of other 

diseases that might be caused by Mastitis bacterial infection (Viguier et al., 2009). 

Financial cost is not the only damage caused by Mastitis infection. Mastitis, like other 

diseases, affects the animal’s body in the first place, and this should be considered and 

highlighted in research related to Mastitis detection. 

1.7.2 Animal Welfare 

According to (Von Keyserlingk, Rushen, de Passillé, & Weary, 2009), animal welfare is 

generally related to three questions: 1. How well does the animal function physiologically?, 

2. How well does the animal feel? And 3. How does the animal behave in comparison to its 

natural behaviour? The first two factors of animal welfare are strongly and directly affected 

by Mastitis, as well as other diseases, which mean that early and accurate detection of dairy 

cattle Mastitis is vital to animal welfare in dairy farms. 

Mastitis severely affects biological functions in infected cows due to the damaging of the 

mammary gland tissues, and the signs of general biological dysfunctions could be easily seen 

in infected cows, like fever, dehydration, swollen udder, udder redness, poor appetite, low 

milk yield, changes in milk contents, and other signs. Early and accurate Mastitis detection 

can efficiently prevent or limit these dysfunctions in infected cows by allowing timely and 

suitable treatment, and it also decreases the chance of other healthy cows in the herd being 

affected by the disease (Denis et al., 2009). 

The International Association for the Study of Pain defines pain as “an unpleasant sensory 

and emotional experience associated with actual or potential tissue damage”(Huxley & 

Hudson, 2007). This definition applies to both humans and animals (especially mammals). 
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Measuring pain in an animal is difficult as no type of any communication is included in the 

pain estimation process, but there are many visual signs and indicators that could be used to 

identify pain in dairy cattle. Some of these pain indicators that could be observed by farmers 

in cows suffering from Mastitis include (Huxley & Hudson, 2007) and (Hemsworth, Barnett, 

Beveridge, & Matthews, 1995): limited interaction with other animals, weight loss, poor 

appetite, below normal animal movement, low milk yield, high heart rate, rapid shallow 

breath, grinding teeth, grumbling and shaking, and other signs depending on the case 

severity and other factors. 

The results of two surveys of vets and farmers from Europe and UK reveal the fact that 

Mastitis is extremely painful to infected animals. The surveys conductors suggest that the 

pain caused by Mastitis in animals is comparable to the pain caused by severe headache, 

terrible toothache or a broken bone in humans (Huxley & Hudson, 2007). Early and accurate 

Mastitis detection undeniably relieves and prevents the severe pain caused by Mastitis in 

animals. 

1.8 Motivation and main research questions 

Coming to a middle ground of a model that can detect Mastitis both early and accurately is 

considered the most challenging goal in modelling Automatic Mastitis Detection (AMD) 

systems. There is a trade-off relationship between early Mastitis detection and accurate 

Mastitis detection. A model that detects Mastitis in early stages usually generates a high 

number of false-positive (FP) alerts which significantly decreases the model accuracy, which 

makes that model less attractive to farmers. On the other hand, models that can detect 

Mastitis with reasonable accuracy and with a small number of FP alerts usually do the job in 

a relatively late stage of the infection, which sometimes may question the efficiency of 

automating the Mastitis detection in dairy farms. 

Testing Mastitis detection models against real-life data collected from a modern advanced 

robotic dairy farm can reveal new potentialities of those models, and enable them to help 

farmers manage the disease more effectively. In this regard, this thesis research raises a 

number of questions, justifications for them and potential answers: 

1) How well do neural networks perform at modelling data collected from a commercial 

robotic dairy farm? 
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It was reported by researchers that modelling the data collected from commercial dairy 

farms is more difficult than modelling the data collected from research dairy farms, and 

because of that, commercial-farm-based models published in previous studies have shown 

very low accuracy levels; about 50-60% Sensitivity, with 90-95% Specificity, as illustrated 

more in Table 2.1 next chapter. 

2) How well does semi-supervised learning perform at finding hidden patterns and 

vague clusters in milking data? 

Semi-supervised learning is proposed to extract clusters from unlabelled milking data 

recorded up to one month before clinical Mastitis is reported and treatment starts for 

clinical cases. 

3) Is there any reliable indicator(s) other than SCC level that could be used in early 

detection of pre-clinical cattle Mastitis by robotic milking systems? 

Currently, SCC is the indicator used to detect pre-clinical (including subclinical) forms of 

Mastitis. Abnormal SCC level is strong evidence of Mastitis, but measuring SCC online for all 

cows in every milking is costly, and because of that farmers choose not to use online SCC 

measurement solutions in order to cut costs, missing out on the chance to detect Mastitis at 

early pre-clinical stages. 

4) Is there any significant correlation between milking duration and Mastitis? And how 

strong is that correlation? 

Very long or very short milking duration could be a sign of health issues with the milking 

cow. As far as we know, no previous research has examined the potential correlation 

between Mastitis and real time milking duration. 

5) Does the last milking interval for every milking have any discriminating capabilities in 

terms of Mastitis detection? 

None of the previous studies has examined the potential discrimination capabilities of the 

elapsed time between last milking and current milking in terms of Mastitis detection. 

Extreme values of a cow’s last milking interval could be a sign of Mastitis related problems. 

6) How can representation learning improve Mastitis detection? 
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Deep learning techniques are superior to other classical techniques, mainly because of 

representation learning. Representation learning means that a model solves a problem while 

learning how to represent that problem, and due to the expansive structure of the deep 

neural network, the learned representation includes the nuances and intricacies of the 

problem, and this can enhance Mastitis early detection. 

1.9 Research objectives 

The overall aim of the study is to develop improved systems for accurate early detection of 

Mastitis by robotic milking systems, this development of improved systems includes using 

real commercial-farm data, to train machine learning (ML) algorithms, to produce models 

that help analyse, explore and understand different patterns, trends and behaviour of 

Mastitis among a herd. 

Data collected from a robotic dairy farm in South Canterbury, New Zealand, will be pre-

processed and prepared to be used for this purpose. 

Nearly all automatic Mastitis detection models that have been proposed so far focus on 

accurate detection more than early detection (see Table 2.1). Only one of the models 

proposed so far allows the ability to uncover, track and study the progress of Mastitis, which 

increases the ability to design a system that detects the disease in an early stage, at least, 

earlier than what other models can do, while retaining reasonable levels of accuracy; this is 

the Self-Organizing Map (SOM) model proposed and improved as a Mastitis detection model 

by (López-Benavides, Samarasinghe, & Hickford, 2003), (Wang & Samarasinghe, 2005), 

(Hassan, Samarasinghe, & Lopez-Benavides, 2008) and (Sun, Samarasinghe, & Jago, 2009). 

The latest study has presented an SOM map of three clusters that represent healthy, 

moderately ill and severely ill, with every milking quarter in the dataset belonging to one of 

these three clusters. This map explores the progress and distribution of Mastitis. However, 

the current SOM model can be further validated and enhanced. Therefore, following are the 

specific sub-objectives that help achieve the overall goal of the study: 

1. Expanding the previously used SOM technique by applying it to data collected from 

commercial dairy farms. 

Previously, SOM was applied only to data collected from research dairy farms. Commercial-

level data enables testing the model against real-life data, which can display a greater level 

of uncertainty, noise, gaps in data and variability. 
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2. Exploring different combinations of variables, including variables that have not 

been modelled before. 

Besides variables that have been analysed and modelled in previous studies, the 

combinations of variables in this research include variables being analysed for the first time 

in terms of automatic Mastitis detection. 

3. Adjusting the sick-to-healthy ratio in training data to enhance modelling training. 

Generally, the sick cows are always a very small percentage of the herd (about 3-5% in 

previous studies), and this affects the modelling process. Modelling a large scale dataset 

allows increasing the sick-to-healthy ratio in model training, as a large scale dairy farm 

usually includes a higher number of Mastitis cases, which allows more flexibility in model 

training. 

Semi-supervised learning includes modelling data that are partially labelled (such as clinical 

Mastitis milking instances), where the majority of data are unlabelled (such as healthy and 

pre-clinical Mastitis milking instances). This learning allows discovering hidden patterns 

within data without the intervention of human. 

4. Generating 2-dimensional representation out of multi-dimensional variables 

combinations using manifold learning. 

Dimensionality reduction is possible when there exists correlation between different 

variables; visual investigation of 2-dimensional data provides an exploratory window to 

assess correlations in data prior to quantitative analysis. Dimensionality-reduced data allow 

unsupervised learning techniques to better recognize clusters within unlabelled data. 

5. Finding clusters of early pre-clinical Mastitis using density-based clustering 

technique. 

The unsupervised clustering will be tuned and optimized using clinical Mastitis cases noted 

on farm treatment record. 

6. Designing, building and validating clinical and pre-clinical Mastitis prediction 

models using deep neural network. 

A new automatic Mastitis detection model will be introduced with better performance in 

terms of Sensitivity and Specificity. The hidden multi-layers embedded in DNN, and the 
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efficient superior activation function used within these layers enable DNN to perform better 

than other classification models used in previous studies. 

1.10  Research contributions 

The contributions of this research are discussed in more details in Chapter 8. The following is 

a brief list of these contributions: 

 Expanding previously used SOM Mastitis detection techniques. 

 Discovering clusters of pre-clinical Mastitis milking instances, based on defined 

clinical Mastitis milking instances, using semi-supervised learning. 

 Building, training and validating 20 different classifiers (clinical and pre-clinical) using 

deep neural networks. These classifiers are capable of: 

o Meeting The International Organization for Standardization (ISO) minimum 

limit of Sp (99%) and Se (80%). 

o Outperforming previous Mastitis models (including SOM models). 

o Allowing early pre-clinical Mastitis detection within up to 9 days before 

clinical Mastitis is diagnosed and treatment is started. 

 Validating the discriminating power of variables that were previously used in Mastitis 

detection modelling. 

 Exploring and utilizing variables that have not been used before in computational 

Mastitis detection. 

1.11  Thesis structure 

This thesis consists of 8 chapters. The following is a brief description of each chapter: 

 Chapter 1: Discusses Mastitis disease, in terms of definition, causal factors, types, 

stages, effects of the disease on farmers and animals, and provides an overview of 

the cattle life cycle on dairy farms. This chapter also discusses research questions, 

objectives and contributions. 

 Chapter 2: Overviews different methods commonly used in Mastitis detection, and 

reviews previous computational Mastitis detection studies, including studies that 
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presented models that meet ISO AMS installation standards. Finally, this chapter 

discusses how this study is different from previous studies. 

 Chapter 3: Overviews the roadmap of this research, and discusses some related 

concepts. This chapter also reviews techniques and algorithms used in this study, 

including t-SNE, DBSCAN and deep neural networks. 

 Chapter 4: Describes research data, in terms of the data source, data labelling and 

slicing, discriminating variables and data preprocessing. This chapter also discusses 

exploratory data analysis using SOM, which prepares data for the next modelling 

step. 

 Chapter 5: This chapter describes applying semi-supervised learning to different data 

combinations, including dimensionality reduction, data clustering, cluster validation 

and labelling. 

 Chapter 6: Overviews Keras, the deep neural network library that is used in classifier 

building, training and validation, and discusses the topology of the designed classifier 

that will be used in detecting clinical and pre-clinical cases. Finally, this chapter 

describes the validation of classification. 

 Chapter 7: This chapter summarizes layers of modelling that each of the 20 

generated models has gone through, and define the criteria used in model 

evaluation. This chapter discusses modelling results and highlights top models, for 

both clinical and pre-clinical classification. 

 Chapter 8: Research contributions are discussed in this chapter, as well as suggested 

future directions. 

1.12  Summary 

This introductory chapter has defined cattle Mastitis as a bacterial disease, and discussed 

the different effects of Mastitis, in terms of effects on milk production and animal health. 

Cattle Mastitis incurs a massive financial cost for the dairy industry every year; in New 

Zealand and worldwide, this cost includes drop in milk production, low milk quality, 

treatment cost, early culling cost and other costs. 
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Cattle Mastitis also affects animal welfare due to the pain caused by changes in biological 

functions in the infected animal. 

This chapter has described the different forms of the disease, including clinical and 

subclinical Mastitis. Pre-clinical Mastitis is a new term that has been introduced to describe a 

continuum of Mastitis forms; this term is used across this thesis. 

Finally, this chapter discusses the questions and objectives that motivate this research, and it 

also summarizes the contributions of this study. 
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CHAPTER 2: Background and Literature Review 

2.1 Background 

At the present time, retaining high profit margins has lead dairy industry toward larger dairy 

farms (Huybrechts, Mertens, De Baerdemaeker, De Ketelaere, & Saeys, 2014), and with the 

lack of skilled dairy farm labourers, Automatic Milking Systems (AMS) have been widely 

adopted by dairy farmers over the past few years to replace traditional farm labourers. 

Modern AMSs, like Voluntary Milking Systems (VMS), are standardly equipped with 

embedded sensor-based Mastitis detection tools, such as OCC, which help farmers with 

early detection, control and management of the disease. 

The performance of the sensor based Mastitis detection systems could be improved 

significantly by decreasing the number of false positive cases, as problem of false alerts is 

the main problem with these systems. This improvement could be achieved by two main 

means: improvement of the performance of sensors themselves, and improvement of the 

performance of models that are used to transform data from sensors into automatic Mastitis 

detection alerts (Hogeveen, Kamphuis, Steeneveld, & Mollenhorst, 2010). 

2.2 Trends in cattle Mastitis detection 

2.2.1 California Mastitis Test 

CMT is a simple test which is used to measure the SCC in milk samples collected from a cow 

at milking time (4 samples collected from 4 quarters, see Figure 2.1). CMT works by 

dissolving somatic cell membrane of cells present in the collected sample, which allows DNA 

in those cells to react with the test chemical agent making a thick liquid (gel) (Deb et al., 

2013). 
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Figure 2.1 Milking quarters (udder). The cow’s udder has four quarters; left front, 
left rear, right front and right rear. (Retrieved from: http://pluspng.com/png-

82839.html) 

 

CMT is a practical, cheap and rapid method for detecting subclinical Mastitis by measuring 

SCC level in milk. However, CMT results could be insensitive to some cases, because the test 

should be conducted at specific times to get reliable results (before milking and just after 

discarding foremilk) (Khan & Khan, 2006). Moreover, CMT results could be difficult to 

understand for some farmers, as SCC levels could be affected by different factors other than 

Mastitis (Viguier et al., 2009). 

2.2.2 Culture Test 

The lab-based Mastitis tests include using selected bacterial cultures obtained from milk 

samples to identify Mastitis causing pathogens. It could take days before having test results, 

so this test is not an ‘on-site’ test (Deb et al., 2013). See Figure 2.2. 
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Figure 2.2 Mastitis culture test. (Photo credit: Drew Hays on Unsplash.com) 

 

2.2.3 Electrical Conductivity (EC) 

EC test used to be the most common ‘on-site’ Mastitis test in the past. Figure 2.3 shows an 

EC test device. Mastitis causes an increase in ion concentration in milk, like sodium, calcium, 

potassium and magnesium ions, and this increase causes an abnormal elevation in electrical 

conductivity of the milk. However, EC Mastitis test may lead to misdiagnosis as the high EC 

of milk could be caused by different factors other than Mastitis (Brandt, Haeussermann, & 

Hartung, 2010) and (Viguier et al., 2009). 
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Figure 2.3 EC Mastitis test device. (Retrieved from: 
https://www.amazon.com/Mastitis-Detector-Draminski-Quarters-

Carry/dp/B01GPEKTUK) 

 

2.2.4 Automatic Mastitis Detection 

2.2.4.1 DeLaval® Online Cell Counter (OCC) 

OCC™ is one of the technology solutions that were introduced by DeLaval®, the leading 

producer of farming and dairy machinery. OCC™ (Figure 2.4) is a somatic cells counter with 

which DeLaval® VMS (Voluntary Milking System) units could be optionally equipped. OCC™ is 

used to monitor SCC levels in the milk during milking. OCC™ takes a milk sample from each 

quarter during milking, and then a digital camera is used to take a picture of the somatic 

cells’ nuclei in that milk sample; then the nuclei in the taken picture are counted to give an 

accurate SCC result (Heidelberg, 2015). Figure 2.4 illustrates the stages of SCC measurement 

in an OCC™ unit. 

OCC™ can measure SCC levels automatically for every cow during every milking, or manually 

using separate milk samples. Generally OCC™ helps dairy farmers in: 
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 Having an early indicator of subclinical Mastitis: a high SCC level could be 

considered as a serious sign of subclinical Mastitis in cows that don’t show any visual 

signs of Mastitis infection. 

 Evaluating the stage of recovery in cows being treated: when the SCC level gets back 

to normal in a cow being treated, it means that the treated cow is fully recovered and 

it could be returned back to the milk production line on the farm.  

 Monitoring milk quality: milk with a low SCC level is considered of high quality, and 

vice versa. Milk SCC levels affect milk prices and other marketing considerations. 

 

Figure 2.4 An OCC™ unit. A milk sample is collected from a VMS unit (1). A 
colored chemical agent (2) is injected into the pump (3). The mix of the milk 

sample and the coloring agent is injected into the measurement device (a special 
camera and an image processing system) (4). The SCC level is calculated and the 

result is sent to the management software (Heidelberg, 2015). 
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2.2.4.2 DeLaval® Mastitis Detection Index 

 

 

Figure 2.5  DeLaval® VMS meters. A DeLaval® unit is equipped with a separate 
meter for every milking quarter (Perrotin, 2013). 

 

MDi™ is an automatic Mastitis detection solution provided by DeLaval® (see Figure 2.5). 

Farmers use MDi™ automatic alerts, which are normally generated when a cow is at risk of 

clinical Mastitis infection, especially when Mastitis is highly prevalent (Perrotin, 2013). See 

Figure 2.6. 

 

 

Figure 2.6 Mastitis prevalence during the year (Perrotin, 2013) 
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2.3 Overview of related works 

In (Castro, Pereira, Amiama, & Bueno, 2015), researchers have studied the performance of 

the Mastitis detection systems within three well-known AMS brands (Lely, DeLaval and 

Galaxy) to measure the reliability and sensibility of these systems in detecting the disease. 

Data in (Castro et al., 2015) was collected from 13 AMS units distributed in 10 different dairy 

farms. The Mastitis detection systems embedded in these AMS units are based on three 

types of sensors; electrical conductivity (EC) sensors, milk yield (MY) sensors and Colour 

sensors. Data collected from these AMS were tested against results obtained from California 

Mastitis Test (CMT) which were considered as the gold-standards. These data were from 912 

milk quarters, and the average farm incidence of Clinical Mastitis from these milk quarters 

was 9%. The study shows that 23% of the total number of milking quarters in all farms were 

positive to AMS alerts, and 35% of the total number of milking quarters in all farms were 

positive to CMT. (Castro et al., 2015) concludes that AMS Mastitis detection efficiency is 

independent of the operating-farm as AMS performance (for the same brand) on different 

farms was similar in that study. And with Sensitivity of 58.2% and Specificity of 94% (see 

Equation 1.1 and Equation 1.2) it is undeniable that AMS Mastitis detection systems on 

commercial farms are still open to further performance improvements.  

Sensitivity and Specificity are statistical indicators which are usually used to measure the 

performance of classification (binary classification). 

 

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 (%) =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
× 100 (1.1) 

 

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 (%) =
𝑇𝑁

𝑇𝑁 + 𝐹𝑃
× 100 (1.2) 

 

- Sensitivity (Se): measures the proportion of positive cases (sick cows) that were correctly 

detected by a model. 

- Specificity (Sp): measures the proportion of negative cases (healthy cows) that were 

correctly identified as such. 



24 
 

Equation 1 calculates Sensitivity, and Equation 2 calculates Specificity, where: 

TP (True Positive): is the number of positive Mastitis cases that were detected by a model. 

FN (False Negative): is the number of positive Mastitis cases that were not detected by a 

model. 

TN (True Negative): is the number of negative Mastitis cases that were recognized as 

negative cases by a model. 

FP (False Positive): is the number of negative Mastitis cases that were recognized as a 

positive cases by a model. 

Table 2.1 reviews selected studies of automatic Mastitis detection modelling in terms of 

important factors that influence both modelling and model performance. Nearly half the 

studies in Table 2.1 were carried out using data collected from commercial dairy farms, and 

the other half of studies used data collected from research dairy farms. 

As seen in Table 2.1, many algorithms and approaches were used for Mastitis detection 

modelling in previous studies, including Fuzzy logic, naive Bayesian networks, Decision Trees, 

Support Vector Machines and Statistical approaches. A variety of sensor-based data 

(variables) have been used in those studies, including electrical conductivity (EC), milk color, 

enzymes (biosensors), somatic cell count, temperature, lactation number (number of years 

in lactation) and milk yield. 

Among more than 35 published studies related to automatic Mastitis detection (AMD) 

modelling, Se values ranged from 55% to 89%, and Sp values ranged from 56% to 99% 

(Rutten, Velthuis, Steeneveld, & Hogeveen, 2013). 

The following three sections review and discuss selected research works that have been 

carried out trying to design or adjust different Mastitis detection models using different 

algorithms, techniques, datasets, variables and Mastitis definitions (gold-standards). The 

main objective of these studies was to optimize model performance in terms of sensitivity 

and specificity, as these two values are the most common indicators used to evaluate model 

performance in Mastitis detection. 
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Table 2.1 Automatic Mastitis detection modelling – selected studies (Rutten et al., 2013) 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Study Farm type 
Herd 
size 

Mastitis 
form 

Method Classes Gold standard Variables Specificity Sensitivity 

(Mammadova & Keskin, 
2015) 

Commercial, 
Conventional 

170 
cows 

Subclinical 

Neural 
Network, 

Neuro-Fuzzy 
Inference 

Healthy, 
Infected 

SCC (Lab) 

LN, MY, EC, MD 
(Herd average 

milking duration), 
SCC 

91% 80% 

(Castro et al., 2015) 
Commercial, 

Robotic 
228 

cows 
Clinical 

AMS 
- Lely 

- DeLaval 
- Galaxy 

 

Healthy, 
Infected 

CMT EC, MY, Colour 94% 58.2% 

(Huybrechts et al., 2014) 

Commercial, 
Robotic 

+ 
Conventional 

285 
cows 

Clinical 

SPC 
(Statistical 

Process 
Control) 

Healthy, 
Infected 

Farmers visual 
observation 

+ 
Conductivity 

MY N/A 63% 

(Miekley, Traulsen, & Krieter, 
2013) 

Research, 
Robotic 

215 
cows 

Subclinical SVM 
Healthy, 
Infected 

Veterinary visual 
check 

EC, MY 78.3% 84.6% 

 
(Ankinakatte, Norberg, 
Lovendahl, Edwards, & 

Hojsgaard, 2013) 

Research, 
Robotic 

401 
cows 

Clinical 
NNs, 

GAMs 
Healthy, 
Infected 

MY + EC + CMT EC, SCS, LDH, MY 80% 75% 

(Kamphuis, Mollenhorst, 
Heesterbeek, & Hogeveen, 

2010) 

Commercial, 
Robotic 

1109 
cows 

Clinical DT 
Healthy, 
Infected 

Farmers visual 
check 

EC, Colour, MY 99% 66.7% 

(Kamphuis, Mollenhorst, 
Feelders, Pietersma, & 

Hogeveen, 2010) 

Commercial, 
Robotic 

838 
cows 

Clinical DT 
Healthy, 
Infected 

Farmers 
observation 

+ 
AMS alerts 

EC, Colour 99% 29.8% 

(Sun et al., 2009) 
Research, 
Robotic 

194 
cows 

Clinical, 
Subclinical 

SOM, MLP 
Healthy, Moderately 

ill, Severely ill 
Farm staff visual 

check 
SCC, Pathogen, 

QY, EC 
91.36% 86.9% 

(Hassan et al., 2008) 
Research, 

Conventional 
111 

cows 
Clinical, 

Subclinical 
NN 

Healthy, Minor 
Pathogen, Major 

Pathogen 

Bacteriological 
status 

SCC, EC, FP, PP 99% 

89% (Min. 
Path.), 

80% (Maj. 
Path.) 
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2.3.1 Multilayer Perceptron 

Multi-Layer Perceptron (MLP) network is considered as one of the most commonly used 

nonlinear neural networks, it is widely used in solving problems in different fields of applied 

science, and that is because of its flexibility and adaptability to patterns of different 

complexities in training data (Samarasinghe, 2007). 

 

 

Figure 2.7. Multilayer Perceptron (MLP) of two layers 

 

As shown in Figure 2.7, MLP is a directed graph of multiple layers of nodes (neurons), and 

each layer is fully connected to the next layer. Each node (neuron) in MLP has an activation 

function (see Section 3.5.2.2 for more details about activation function). 

As ANNs are known to perform better than traditional statistical methods in classification 

and prediction, a Mastitis detection model that is based on MLP was proposed by (Cavero, 

Tolle, Henze, Buxade, & Krieter, 2008). They used sensor data of electrical conductivity, milk 

production rate, milk flow and days in milk. Data were collected from an AMS research dairy 

farm of 478 cows between July 2000 and March 2004 (645 lactations); the daily average 

herd size was 124 cows, which resulted in 403,537 milkings in total. 

(Cavero et al., 2008) have used both SCC and cow treatment records to define Mastitis gold-

standards (Mastitis definitions). 168 cow treatments were recorded, and 22,911 SCC tests 

were applied with an average SCC of 195,000 cells/mL. Two Mastitis definitions were used in 

(Cavero et al., 2008): 
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1. Treat+100: if the cow was treated or she has an SCC that is >100,000 cells/mL, then the 

cow is considered sick. 

2. Treat+400: if the cow was treated or she has an SCC that is >400,000 cells/mL, then the 

cow is considered sick. 

SCC was measured weekly as reported by (Cavero et al., 2008), and these measurements 

were used to define “blocks” of days. When two consecutive SCC measurements both 

exceed the set threshold value, all days between these two measurements are considered as 

“days of Mastitis”, and when two consecutive SCC measurements both don’t exceed the set 

threshold value, all days between these two measurements are considered as “days of 

health”. If none of the two situations described above applies, the day of the SCC 

measurement in addition to two days before and two days after (5 days) are all considered 

as “days of Mastitis” or “days of health” according to the result of SCC measurement on that 

day, and for days that do not fall in this 5-days window, these days are considered 

“uncertain days”. Moreover, the day of treatment, plus two days before and two days after 

are all considered as “days of Mastitis”, and up to ten days after last treatment are 

considered as “uncertain days” (Cavero et al., 2008). Consecutive “days of Mastitis” are 

considered as one Mastitis block. According to Mastitis definition (1) described above; 2348 

Mastitis blocks were found in the collected data, and according to Mastitis definition (2), 942 

Mastitis blocks were found. 

The low sick-to-healthy ratio in collected data has affected the classification results of the 

NN model in (Cavero et al., 2008). When fixing the block-sensitivity to be ≥80%, the model 

specificity varies between 51.1% and 74.9% according to different defined gold-standards; 

this low specificity means that high number of FP cases was detected by the model. These 

results again reflect the potentiality of MLP. However, the unsatisfactorily high number of FP 

shows that further testing with different datasets is needed to measure the model 

performance accurately. 

2.3.2 Support Vector Machine (SVM) modelling 

As the Milk Yield (MY) and Electrical Conductivity (EC) sensors are both very common and 

widely used in different AMS in dairy farms, (Miekley et al., 2013) have used data from these 

two sensors to derive a wider set of variables that were used to train SVM-based Mastitis 

detection model. To derive this set of variables, (Miekley et al., 2013) have calculated 5-days 
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moving average for MY and for EC for every cow milked, once in the morning, and once in 

the evening. Standard Deviation (SD) was calculated for every 5-days moving average, and 

Deviation in MY and EC from the most recent moving average was calculated for every cow 

in every milking. 

Data were collected during two years from 215 cows in a research dairy farm with a total of 

79178 milkings. This data were pre-processed to exclude noise, missing or incorrect values, 

and it was separated into two sets to train and validate the SVM model performance in 

binary classification of healthy/ill classes. Sensitivity of the SVM model was 84.6%, which is 

acceptable for a research-farm-based trial, and shows that SVM has good discrimination 

potentiality. On the other hand, Specificity was lower than 80% which is considered very low 

even for a commercial-farm-based trial. 

The poor Specificity of the SVM model was due to the high number of false positive 

detections (FP). Generally, these unsatisfactory results might be caused by different factors 

other than the model itself. Mastitis definition, for example, is very important and has a 

significant influence on classification results. Vet visual check was used as a gold-standard 

(disease definition) in (Miekley et al., 2013); this definition is acceptable to some degree, 

although it could be improved by combining it with other methods. 

Using quarter-based (milking quarter) data instead of data from the whole cow’s milk in 

every milking can significantly improve classification results, because some milking quarters 

might be infected and other quarters might be healthy in the same cow. Taking this into 

account will improve the accuracy of milk readings in every milking for every cow. 

SVMs are known to perform well in binary classification tasks, and they are capable of 

classifying unbalanced data like biological data (Miekley et al., 2013). Using SVM in modelling 

Mastitis detection needs further investigation, such as using a larger quarter-based data set 

with higher number of positive cases; this may highlight the potential of SVMs in Mastitis 

detection. 

2.3.3 Decision Tree (DT) modelling 

When dealing with data collected from AMS sensors, it should be known that these data 

include much noise and many missing values. One other problem with these data as 

mentioned before is the very low ratio of number-of-sick-cows to number-of-healthy-cows, 

which strongly affects the modelling process in terms training and validation. Because of 
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these issues, (Kamphuis, Mollenhorst, Heesterbeek, et al., 2010) tried to model Mastitis 

detection using techniques that are different from traditional statistical methods, like data 

mining, and specifically, Decision Trees (DT). 

DT was used by (Kamphuis, Mollenhorst, Heesterbeek, et al., 2010) to build a Mastitis 

detection model that is capable of: detecting most (if not all) of severe Mastitis cases (high 

Se), detecting unclear cases of infection as usually this type of cases is the most common 

type in any dairy cattle herd, and detecting Mastitis in a short milking-time-window (ideally, 

before the appearance of any visual clinical symptoms). 

Data from about 3.5 million quarter milkings (QM) of 1,109 cows in 9 commercial dairy farms 

during 30 months were available for analysis in (Kamphuis, Mollenhorst, Heesterbeek, et al., 

2010). 1,593 QM were visually checked by experienced farmers for Mastitis, and 348 of 

these checked QM were considered as gold-standard positive cases (243 QM in training 

dataset, and 105 QM in validation dataset); milk in these gold-standard positive cases (in 

both training and validation sets) includes different observed signs of abnormal milk, such 

as, watery milk, clots, flakes and serum-like milk. In (Kamphuis, Mollenhorst, Heesterbeek, et 

al., 2010), gold standards negative cases were defined in training and validation datasets in 

two different ways. In training dataset, QM with SCC ≤ 200,000 cells/ml during lactation and 

which have never been visually checked by farmers during data collection period were 

selected as gold-standard negative cases (24,717 QM). In validation dataset, on the other 

hand, all QM readings for a cow listed 2 weeks before and 2 weeks after any diagnosis of a 

Mastitic QM were taken out of validation dataset (QM of all 4 quarters of a cow within that 

period were excluded, including healthy quarters), and the remaining QM after exclusion 

were considered as gold-standard negative cases (about 1.1 million QM). Since this number 

is very large, a random sample of 50,000 QM was selected and used as gold-standard 

negative cases in validation. 

Data were divided into two separate sets; two-thirds of gold-standard negative cases and 

two-thirds of gold-standard positive cases were considered as training set, and the rest one-

third of the two cases were considered as validation set. 

Information gain ratio (Witten, Frank, & Hall, 2011) was used to select the most informative 

independent variables. Then, a decision tree classifier was applied to the training dataset 

using the selected variables to split the dataset in the first node and recursively split it in 

every node. Figure 2.8 shows a plain simple example of a DT. (Kamphuis, Mollenhorst, 
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Heesterbeek, et al., 2010) have used WEKA’s J48 algorithm as a DT classifier; the algorithm 

was combined with bagging and boosting techniques (Witten et al., 2011) to enhance the 

classification performance. 

 

 

Figure 2.8 An example of a Decesion Tree (DT). This DT classifies a QM into one of 
two classes (CM, Healthy) using three variables (EC, Color and Milk Flow) 

(Kamphuis, Mollenhorst, Heesterbeek, et al., 2010). 

 

The lack of Mastitis cases in datasets collected from dairy farms is a common issue in most 

Mastitis detection research studies. In (Kamphuis, Mollenhorst, Heesterbeek, et al., 2010), 

the large amount of data collected (9 farms, 30 months) guaranteed a reasonable number of 

Mastitis positive cases, which influences the accuracy of model training. Unlike the number 

of Mastitis positive cases, the length of time window is still debatable, and different 

researchers have different points of views regarding choosing the right length of a time 

window (Rutten et al., 2013). (Kamphuis, Mollenhorst, Heesterbeek, et al., 2010) suggest a 

time window of (<24h), without assuming this length to be suitable for all other Mastitis 

detection models. However, they report that time window in Mastitis detection should be as 

short as possible. (Sherlock, Hogeveen, Mein, & Rasmussen, 2008) define time window as 

the time duration in which an alert from a Mastitis detection model is considered a correct 

detection. 
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Data selection is crucial in building any Mastitis detection model. (Kamphuis, Mollenhorst, 

Heesterbeek, et al., 2010) have used two different non-intersecting datasets for training and 

validating their detection model. These two datasets were also different in terms of disease-

clarity. In the training dataset, only clear examples of sick or healthy QM were used to train 

the model, as using clear examples ensures training of an efficient detection model. On the 

other hand, the validation dataset (a random sample of 50,000 QM) included a large number 

of unclear examples of QM which fall in the “gray-area” of the disease. Validating the 

detection model using these examples imitates real-world detection, and helps evaluating 

the model performance reliably without an over- or underestimation. 

The decision tree has shown poor Se and Sp in (Kamphuis, Mollenhorst, Heesterbeek, et al., 

2010) with 40% Se and 99% Sp in one trial, and 57.1% Se and 97.9% Sp in another trial. 

However, these results were expected, taking into account that the used time window was 

very narrow (<24h), and the validation dataset mostly consist of unclear Mastitis examples. 

2.4 SOM and AMS installations standards (ISO 20966:2007) 

International Organization for Standardization has set a minimum limit for Sp (99%), and for 

Se (80%) for Mastitis detection systems (ISO 20966:2007) (Rutten et al., 2013). So far, only 

one of the published models have met the ISO minimum limit for both Se and Sp; it was the 

Self-organizing Map model introduced by researchers from Lincoln University, New Zealand 

(Hassan, Samarasinghe, and Lopez-Benavides, 2008), with 99% Sp, and 80-89% Se. Although 

this model was based on data from a conventional dairy farm (non-robotic), meeting the ISO 

minimum limit of Se and Sp was considered promising. 

That SOM Mastitis detection model was improved and extended during the last 14 years by 

Samarasinghe and her team at Lincoln University, in order to define the whole disease 

spectrum and monitor its progress in individual cows: 

1. (López-Benavides, Samarasinghe and Hickford, 2003) (Conventional research dairy farm) 

2. (Wang and Samarasinghe, 2005) (Robotic research dairy farm) 

3. (Hassan, Samarasinghe, and López-Benavides, 2008) (Conventional research dairy farm) 

4. (Sun, Samarasinghe and Jago, 2009) (Robotic research dairy farm) 

Their latest (2009) model has again shown good potentialities with Se of 86.9% and Sp of 

91.36%. However, all of the SOM-based Mastitis detection models published in the studies 
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mentioned above were built using data collected from research dairy farms (conventional or 

robotic). SOM has not been tested against data collected from commercial dairy farms yet. 

Self-Organizing Map (SOM) is one of the most powerful ANN clustering methods; Section 

3.5.1 discusses and highlights SOM technical aspects. This method was used by (López-

Benavides et al., 2003) to discriminate data patterns into four different Mastitis classes; 

Healthy, Moderately ill, Ill and Severely ill. Milking data has been collected from 112 cows 

during 14 weeks; this dataset includes two main variables; EC and SCC which were used to 

derive other variables. Dataset was split up into different categories according to Days-in-

Milking (DIM) and Lactation Number (LN), and this categorization allows SOM to show 

changes in milk composition through the cow’s single lactation and through cow’s different 

lactations during her productive life.  Although the training dataset was relatively small, that 

study has shown that SOM has good potential for clustering quarter milk samples into 

different categories. 

SOM was used again by (Wang & Samarasinghe, 2005) to further test its capability of 

discriminating milking data patterns into two categories; Sick and Healthy. Data were 

collected from 4 robotic research dairy farms during a period of 4 months and used to train 

SOM. Electrical Conductivity (EC) and Quarter Yield (QY) were used to obtain three 

parameters stated below; these parameters were normalized to eliminate the effect of cow 

level variation, herd level variation and inaccurate readings that might be generated due to 

potential machine malfunctions. These parameters are: 

- Quarter Yield Fraction (QYF): the ratio of milk produced from one quarter in a milking to 

the volume of milk produced from cow’s four quarters in the same milking (normalized). 

- Maximum Electrical Conductivity (EcMax): the peak electrical conductivity (normalized). 

- Maximum Relative Deviation of EcMax (EcDV): the maximum deviation of different EcMax 

readings among four quarters in every cow. 

Because of the low sick-to-healthy ratio in the collected data (32:1026), (Wang & 

Samarasinghe, 2005) selected 5 sub-datasets, each one of them contains most of the 

positive cases in addition to a random selection of the healthy examples. SOM showed much 

better performance in terms of clustering with 95% accuracy of classification of positive 

cases. However, (Wang & Samarasinghe, 2005) concluded that potentiality and stability of 



33 
 

SOM still needs to be confirmed, and further research is needed to test SOM using different 

datasets. 

SOM was used again in (Hassan et al., 2008) to detect minor and major Mastitis causing 

bacteria (pathogens). Data from 4,852 QM (Quarter Milking) were collected from a research 

dairy farm and used to train and validate SOM using a set of milk parameters including: SCC, 

electrical resistance (ER), fat percentage (FP), protein percentage (PP) and bacteriological 

information. The QMs were classified into 3 different classes according to the bacteriological 

state of every QM: 

- Not infected. 

- Infected by minor pathogens. 

- Infected by major pathogens. 

SOM again has shown good classification performance in classifying QM samples with 

Sensitivity for classifying QMs infected by minor pathogens of 89%, for classifying QMs 

infected by major pathogens of 80% and with sensitivity for classifying healthy QMs of 97%. 

Specificity for discriminating all three classes was 99%. (Hassan et al., 2008) reported that 

these results make SOM performance comparable to conventional bacteria detection 

approaches. They also reported that both SCS (Somatic Cells Score) and ERI (Electrical 

Resistance Index) have good discriminating power in terms of detecting infected QM, and 

these two milk parameters could be used in disease detection systems. Although FP, PP, DIM 

and LN have shown weak discriminating power, (Hassan et al., 2008) suggested using SOM 

with other milk parameters which are directly related to disease. 

SOM was used in a model that was proposed by (Sun et al., 2009), in order to monitor the 

Mastitis progress, and identify the phase to which a QM example belongs to among three 

phases; healthy, moderately ill and severely ill. This model can also identify the location of 

that QM within that phase (cluster). Figure 2.9 demonstrates the distribution of QMs over 3 

distinct health clusters of the Mastitis spectrum; healthy (black area), moderately ill (grey 

area) and severely ill (white area) (Sun et al., 2009). Each cell in the SOM corresponds to a 

neuron, and the black dots in cells correspond to the number of QM that fall in that location/ 

cell on the map, where the size of the dot implies the number of QM. EC and QY (Quarter 

Yield) were used to derive three parameters, QYF EcMax and EcDV as in (Wang & 

Samarasinghe, 2005). These derived parameters were used to train the SOM model. (Sun et 
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al., 2009) reported a reasonable similarity between the moderately-ill cluster and subclinical 

Mastitis; this similarity makes this model a good tool that farmers can use to manage the 

disease at the herd level. 

 

 

Figure 2.9 SOM of Mastitis spectrum. The map illustrates the distribution of QMs 
over three clusters: healthy (black), moderately ill (grey) and severely ill (white) 

(Sun et al., 2009). 

 

2.5 Current study 

Unlike previous studies, this study examines the disease timeline of Mastitis, and guides the 

model to extract patterns of Mastitis at different stages, and makes that model learn 

similarities between patterns of clinical Mastitis and patterns of pre-clinical Mastitis, which 

makes the model able to differentiate early signs of clinical Mastitis, i.e. pre-clinical Mastitis. 

Van Leeuwen Robotic Dairy Farm provides a large-scale database, which allows flexible 

modelling, with Mastitis cases being well documented across 1,900 cows. The farm system 

keeps recording all milking readings for sick cows, even after clinical Mastitis is diagnosed 

and the sick cow’s milk is diverted, which is considered priceless for Mastitis detection 

modelling. 

This research studies the effect of Mastitis on two variables that have not been used before 

in computational Mastitis modelling; last milking interval, and actual milking duration. 

Studying the effect of new variables on Mastitis detection can improve the understanding of 

the disease, and enhance the performance of detection models. 
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The modelling techniques used in this study have not been used before in computational 

Mastitis detection, including semi-supervised learning, and deep neural networks 

classification. However, these techniques have been proven to produce superior results in 

other fields ((Peikari, Salama, Nofech-Mozes, & Martel, 2018) and (Ravi et al., 2017)). Using 

these techniques in computational Mastitis detection is quite promising, and expected to 

improve Mastitis detection modelling. 

2.6 Summary 

This chapter has reviewed the current landscape of dairy cattle Mastitis detection, in terms 

of the common trends in Mastitis detection, including classical methods, like CMT and 

culture test, and advanced methods, such as EC measurement and OCC. These methods still 

have problems that make them open to improvement, such as false alarms (low Sp) in 

automatic Mastitis detection solutions, and the high cost of using OCC. 

This chapter has also discussed previous research on computational Mastitis detection 

modelling, including models of SVM, DT and neural networks (SOM and MLP). 

Sensitivity and Specificity are the indicators which are usually used to evaluate the 

performance of Mastitis detection models. 

Results have shown superiority of the SOM models, compared to other models. SOM model 

introduced in (Hassan et al., 2008) was the only model to meet ISO 20966:2007 minimum 

limit of Sp (99%) and Se (80%). 

The different SOM models presented in previous studies were built using data collected from 

research dairy farms (conventional or robotic). SOM technique has not been tested against 

data collected from a large-scale commercial dairy farm. 

Most of previous studies were carried out using small herds (100-400 cows), and some studies 

have used visual check (by farmers or by veterinary) as a gold-standard. Having visual 

symptoms is considered as a late sign of Mastitis, which is not helpful in early Mastitis 

modelling. 

Finally, this chapter discusses motivations behind this study, and how it is different from 

previous studies. 
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CHAPTER 3: Methodology 

3.1 Overview 

The methodology of this study comprises several stages, with each stage transforming or 

optimizing the output of the preceding stage. Figure 3.1 summarizes those stages. 

The stages of this research include the following: 

 Collecting data from a commercial robotic dairy farm. 

 Reviewing literature, besides farm system documentation, to select Mastitis-related 

variables (features) that will be used in modelling. 

 Using the farm treatment record to identify clinical Mastitis cases, and to flag and 

label clinical Mastitis milking instances. 

 Slicing relevant milking instances from the main database and importing them to a 

new dataset, which will be used in modelling. 

 Applying data pre-processing to milking instances. 

 Applying initial examination to the data space using SOM, to predict any potential 

clusters or hidden structures. 

 Applying semi-supervised learning to data space, including: 

o Dimensionality reduction using t-distributed Stochastic Neighbor Embedding 

(t-SNE). 

o Data clustering using Density-Based Spatial Clustering of Applications with 

Noise (DBSCAN). 

o Validating the chronological order of obtained clusters using time series 

analysis. 

 Labelling each corresponding multidimensional dataset using labels obtained from 

DBSCAN algorithm (healthy, clinical and pre-clinical). 

 Using Keras deep neural network library to build, train and validate two types of 

classifiers for each of the 20 models: 
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o Healthy/Clinical classifier. 

o Healthy/Pre-clinical classifier. 

 Evaluating the performance of the 20 models, including 2 classifiers for each model. 

It is worth mentioning that throughout this study, the output of each stage has given the 

needed confidence and guidance to carry out the following stage, which helped in utilizing 

the research’s tight timeframe (around two years and half) efficiently. 

Section 3.2 discusses machine learning and the difference between clustering and 

classification, while Section 3.3 goes into t-SNE algorithm, and Section 3.4 reviews DBSCAN 

clustering algorithm, and finally Section 3.5 discusses neural networks generally, and deep 

neural networks specifically. 
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                          Figure 3.1 An overview of the stages of this research
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3.2 Machine Learning 

Machine learning (ML) can be defined as the process of improving computing systems with 

experience. ML can also be described as the approach of turning data into programmes 

(software). Generally, ML is the technique of developing models and training these models 

using data to predict trends, patterns and consequences. 

To understand ML, it could be compared with standard traditional programming. In 

traditional programming, computer processes programmes (software) and data to generate 

a result (output) (see Figure 3.2) (Barnes, 2015). 

Figure 3.3 shows ML programming model. In this model, training data along with well-

defined outputs are analysed computationally (reverse-engineered) to produce a trained 

program (model) which is able to predict output of future data. 

 

Figure 3.2 Traditional (standard) programming model 

 

Machine learning could be supervised learning or unsupervised learning. In supervised ML, 

an algorithm learns from labelled training data that consist of training examples, each of 

these examples has an input vector and an output value (label). After training with a 

supervised learning algorithm, a model is generated, and this model can map new data 

examples to outputs. 

In unsupervised ML, an algorithm learns from unlabelled data, which means that an 

unsupervised learning algorithm explores the hidden features and patterns in training data; 

such as patterns of organization of data, which could be considered as potential clusters. 
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Figure 3.3 Machine learning programming model 

 

3.2.1 Classification 

Classification is a supervised ML task, which means that labelled data are used to train an 

algorithm. After training, the generated model is able to categorize new data examples 

based on defined patterns learned from training data (Figure 3.4). The quality of training 

data in terms of the discrimination power of the variables used influences the quality of 

classification results.  

 

Figure 3.4 Classification 

 

 

3.2.2 Clustering 

Clustering is an unsupervised ML task that includes discovering patterns, trends and 

relationships in unlabeled training data. In clustering, data is subdivided into clusters of data 
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with each cluster containing data points that are similar in terms of specific set of attributes 

(Figure 3.5). 

 

Figure 3.5 Clustering 

 

 

3.3 t-distributed Stochastic Neighbor Embedding (t-SNE) 

t-SNE is a powerful non-linear dimensionality reduction algorithm that was introduced by 

(van der Maaten & Hinton, 2008). Transforming data from high-dimensional space to low-

dimensional space allows finding underlying patterns and structures within data. 

Figure 3.6 and Figure 3.7 demonstrate two performance comparisons between t-SNE and 

other two non-linear dimensionality reduction algorithms: Isomap (Figure 3.6) and PCA 

(Figure 3.7) (van der Maaten & Hinton, 2008); the figures show the performance of the three 

algorithms using MNIST dataset, which is a large dataset of 28×28-pixel images of 

handwritten digits (0-9 digits). 

t-SNE algorithm outperforms other dimensionality reduction methods in terms of preserving 

hidden structures in data and differentiating different clusters within the data space. 
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Figure 3.6 t-SNE (top) and Isomap (bottom). 2-dimensional representation of 
MNIST dataset using t-SNE and Isomap. Each color indicates a digit. 
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Figure 3.7 t-SNE (top) and PCA (bottom). 2-dimensional representation of MNIST 
dataset using t-SNE and PCA, each color indicates a digit. Axes in t-SNE and PCA 

outputs have no interpretable meaning, as discussed later in Chapter 5. 
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t-SNE algorithm performs dimensionality reduction by calculating the Euclidean distance 

between data points (Euclidean distance is discussed later in Section 3.4.1), and then 

transforming that distance into conditional probabilities which represents similarities 

between data points (van der Maaten & Hinton, 2008). Equation 3.1 calculates that 

conditional probability using normal distribution: 

 

𝑝𝑗|𝑖 =

exp (
−∥ 𝑥𝑖 − 𝑥𝑗 ∥2

2𝜎𝑖
2 )

∑ exp (
−∥ 𝑥𝑖 − 𝑥𝑘 ∥2

2𝜎𝑖
2 )𝑘≠𝑖

 (3.1) 

 

Having X as a dataset that consists of N data points, Equation 3.1 means that the probability 

of the data point 𝑥𝑗 being a neighbour of the data point 𝑥𝑖  is proportional to the Euclidean 

distance between those two points, where ∥ 𝑥𝑖 − 𝑥𝑗 ∥ is the Euclidean distance between the 

two points, with a given variance 𝜎𝑖
2 for the point 𝑥𝑖. 

Equation 3.2 generates 𝑝𝑖𝑗, which is a symmetrized version of the data similarity matrix, 

where 𝑝𝑖𝑗 is conditional probability between 𝑥𝑖  and 𝑥𝑗: 

 

𝑝𝑖𝑗 =
𝑝𝑗|𝑖 + 𝑝𝑖|𝑗

2𝑁
 (3.2) 

 

𝑞𝑖𝑗 defines the similarity matrix for the new low-dimensional representation (map similarity 

matrix): 

 

𝑞𝑖𝑗 =
𝑓(∥ 𝑥𝑖 − 𝑥𝑗 ∥)

∑ 𝑓(∥ 𝑥𝑖 − 𝑥𝑘 ∥)𝑘≠𝑖
 𝑤ℎ𝑒𝑟𝑒 𝑓(𝑧) =

1

1 + 𝑧2
 (3.3) 
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Instead of using normal distribution (as in the data similarity matrix), the map similarity 

matrix uses t-Student distribution, which is denoted by 𝑓(𝑧) in Equation 3.3. This 

distribution uncovers hidden clusters and makes them more distinctly separated. 

 

𝐾𝐿(𝑃||𝑄) = ∑ 𝑝𝑖𝑗 log
𝑝𝑖𝑗

𝑞𝑖𝑗𝑖,𝑗
 (3.4) 

 

What t-SNE algorithm does is minimizing the cost that represents the difference between 𝑝𝑖𝑗 

and 𝑞𝑖𝑗 , which maximizes the similarity between matrix 𝑃 and matrix 𝑄, and this done by 

calculating the KL-divergence between the two distributions (Equation 3.4), which 

represents the distance between the two probability matrices, and then minimizing that 

divergence. 

The result of this optimization is a low-dimensional (normally 2-D) representation of the 

original high-dimensional dataset, this representation preserves and exposes the hidden 

structures and woolly clusters in the data. 

3.4 Density-Based Spatial Clustering of Applications with Noise 
(DBSCAN) 

DBSCAN is an award-winning clustering algorithm that was proposed by (Ester, Kriegel, 

Sander, & Xu, 1996). The algorithm is a density-based clustering technique, which means it 

identifies “dense” clusters within the data space. 

The centroid-based clustering algorithms used in previous studies, such as K-Means 

clustering algorithm, have drawbacks that affect the genuineness of the clustering results, 

for instance, K-Means assumes that all clusters have the same size, and assumes that all 

clusters have a spherical shape, while DBSCAN can identify clusters of any shape and any size 

(Ester et al., 1996). 

On the other hand, unlike K-Means, DBSCAN does not require specifying the number of 

clusters in advance as a parameter, DBSCAN predicts the number of clusters. 

Figure 3.8 demonstrates how DBSCAN works through an example that shows different types 

of points and how they relate to each other. 
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Figure 3.8 DBSCAN clustering with MinPts=4. The red points denote core point, 
the yellow points denote border points and the blue point denotes noise. 

 

In the example illustrated in Figure 3.8, two parameters have been set: 

 MinPts: The minimum number of points to form a single cluster. 

 Eps: Epsilon (Ɛ), is the minimum distance between any two adjacent data points in a 

cluster. 

In the figure above, the red points are core points, every one of these core points can reach 

3 other points within the radius of epsilon-Ɛ, which means 4 points (MinPts=4) including the 

point itself. These core points form one cluster, because they are all reachable from one core 

point to another. 

The yellow points are called border points, they are also part of the cluster, because they are 

within Ɛ distance from a core point, although they do not meet the core point criteria. 

The blue point is a noise point, it is not assigned to any cluster, because it is not a core point 

nor a border point. This definition of noise points makes DBSCAN good at dealing with data 

outliers. 
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3.5 Neural Networks 

Artificial Neural Network (or Neural Network) is a machine learning modelling approach that 

follows the way the brain functions. Human brain can be described as a cluster of neurons 

connected together. Each neuron receives outputs of other neurons that feed into it and 

processes them as shown in Figure 3.9. If the processing result surpasses some threshold, 

the neuron fires, otherwise it doesn’t (Grus, 2015). By this interaction between neurons, a 

neural network learns from processed data to extract linear and nonlinear patterns in 

complex data (Samarasinghe, 2007). 

 

Figure 3.9 An abstraction of an artificial neuron (Heaton, 2015) 

 

Neural networks are capable of carrying out many types of task, including prediction, 

classification, clustering and forecasting. Neural networks can classify data that contain 

linear, nonlinear, complex and multiple patterns (Samarasinghe, 2007). Figure 3.10 shows 

different types of classification task neural networks can perform. 
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Figure 3.10 Classification types that neural networks can perform (Samarasinghe, 
2007) 

 

3.5.1 Self-Organizing Maps 

The Self-Organizing Map (SOM) was introduced by Kohonen in 1988. SOM receives input 

(training) data without any class labels, and reveals potential clusters in data. It processes 

input training data similar to clustering algorithms, like k-means clustering algorithm, as 

SOM groups input data points with similar characteristics together. However, SOM is 

different from k-means in that k-means clusters input data in one iteration without 

adaptation and requires pre-defined number of clusters. If the training needs to be extended 

then k-means needs repeating the whole clustering process from scratch. SOM, in contrast, 

is capable of integrating new data points after completing the training process (Heaton, 

2015). SOM also does not require the number of clusters to be pre-defined. SOM is 

unsupervised, which means that it can cluster unlabelled training data by extracting features 

from these data and grouping current and future data points according to extracted 

features. 

 

Figure 3.11 Two-dimensional SOM (4X4) with n inputs (Samarasinghe, 2007) 
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SOM is a neural network that has two layers; an input layer and an output layer. Input data 

are mapped from input layer to output layer in an SOM as depicted in Figure 3.11. A neuron 

is represented by a weight vector.  A specific neuron in the output layer is selected as the 

“winner” neuron to be mapped to a specific input data point based on similarity between 

that neuron and that data point; this similarity is represented by the distance between the 

neuron weight vector and the data point. The Euclidean distance (Equation 3.5) is calculated 

between a data point and the weight vector of each neuron, and the neuron with the 

shortest Euclidean distance wins (Heaton, 2015). 

 

𝑑𝑗 = 𝑥 − 𝑤𝑗 =  √∑(𝑥𝑖 − 𝑤𝑖𝑗)
2

𝑛

𝑖=1

 (3.5) 

 

In Equation 3.5 dj represents the distance between input vector x and weight vector wj of the 

jth output neuron for n inputs. 

3.5.2 Deep learning 

Deep learning has been known by different names according to different definitions and 

different points of views by different researchers. Recently, deep learning has gained greater 

popularity due to the rapid expansion and the wide availability of big data everywhere. 

Furthermore, with the improvements in computing capabilities in both hardware and 

software, deep learning models and techniques have become much more sophisticated. 

Deep learning is an area of machine learning which is based on algorithms and techniques 

that are capable of learning from training data by extracting features and using them to 

represent complicated patterns by defining these patterns in terms of simple concepts 

(Goodfellow, Bengio, & Courville, 2016). Deep learning could also be described as modelling 

high-level complex concepts in training data using simpler features. Figure 3.12 illustrates 

the relationships between Artificial Intelligence, Machine Learning and Deep Learning. 

Deep neural networks are one of the major techniques of deep learning. A deep neural 

network can be simply defined as a neural network with more than two layers (Heaton, 

2015). 
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Figure 3.12 Deep Learning (Goodfellow et al., 2016) 

 

Generally, neural networks have moved through three stages of concepts and techniques so 

far. The first idea of artificial neural networks was introduced in 1943, and because of the 

lack of any training method at that time, weight values had to be calculated manually for 

these networks, which was totally impractical and led to discarding neural networks since 

then (Heaton, 2015). The second stage of popularity of neural networks started in 1958 

when backpropagation training algorithm was introduced; this training algorithm was able to 

calculate weight values for multi-layer neural networks automatically. However, 

backpropagation algorithm was slow, and it appeared to be even slower with increase in the 

number of layers in the trained network. This was a bottleneck for using multi-layer neural 

networks as there was no effective fast algorithm for training large neural networks (Heaton, 

2015). Nevertheless, the popularity of neural networks surged in some domains as it helped 

solve many complex practical problems (Samarasinghe, 2007). 

The third stage of neural networks adoption began in 2006 when a new approach of training 

neural networks of three or more layers was introduced by Geoffrey Hinton and his team. 

This approach has unleashed the new concept of deep learning, which started to reshape 
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the landscape of training and using large multi-layer neural networks; these networks are 

now widely known as deep neural networks (Voosen, 2015). 

3.5.2.1 DNN topology 

 

Figure 3.13 A deep feedforward neural network of 3 layers 

 

A deep neural network is described as a neural network that has three or more layers, see 

Figure 3.13. Considering this definition, DNN is not a new concept as this type of neural 

network architecture, like Multi-Layer Perceptron, was introduced a long time ago. However, 

multilayer neural networks started to be introduced as deep neural networks after the 

approach of deep training for these networks was introduced by Hinton in 2006. This 

approach combines both unsupervised and supervised learning; it includes unsupervised 

feature extraction from different layers, followed by supervised training to tweak and 

optimize the model performance (Hinton, Osindero, & Teh, 2006). 

Deep neural networks are superior compared to “shallow” neural networks in two respects; 

the number of layers in DNN is higher (three layers or more) - this advantage allows large 

DNN to learn complex features from big data in short time, in other words, the many hidden 

layers in DNN helps extracting features. In shallow neural networks, well-defined features 

have to be provided to the network so it can learn to map these features to outputs during 

the training phase; usually these features are designed and hand-crafted by humans. In DNN, 

features are extracted and learned automatically by the network in the unsupervised 

training phase; this can improve the network performance, minimize human intervention 
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and minimize learning time (Goodfellow et al., 2016). The second advantage of DNN is 

related to the network activation function, as described in next section. 

3.5.2.2 DNN activation function 

 

Figure 3.14 ReLU activation function 

 

Generally in artificial neural networks, the activation function is the function that defines 

outputs based on a set of given inputs. In other words, the activation function is responsible 

for transferring inputs to outputs in a network. 

Rectified Linear Unit (ReLU) activation function (see Figure 3.14) is the function applied to 

inputs transferred through hidden layers in DNNs. ReLU activation function is applied to data 

in every hidden layer, and the outputs of the function are passed to the next hidden layer 

and so on. Equation 3.6 shows the form of ReLU activation function for the input x: 

 

𝑓(𝑥) = max (0, 𝑥) (3.6) 

 

ReLU activation function is widely used in DNNs due to its high performance in classification, 

which was reported by many research studies (Lewis, 2016). 
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3.5.3 How do neural networks do the job? 

When training a supervised neural network, an iterative optimization function is used to 

minimize the cost function (loss function) to its local minimum (local optima). Loss function 

combines prediction errors from all data points into a single number, and when decreasing 

the loss function, the prediction accuracy increases, which means, the network is “learning” 

better from the training data. 

Gradient descent (GD) is a basic yet efficient optimization function, which was used in 

training earlier types of neural networks, and it is still currently used in many types of neural 

networks. Without GD, neural networks would not be where they are today, as GD have 

many improved variants, and these variants are widely used in training deep neural 

networks. 

GD is analogous to climbing down to the bottom of a valley, as shown in Figure 3.15. GD 

works by iterating over training dataset, and with every iteration, GD tweaks the parameters 

of the model; weights (W), and biases (b). 

 

 

Figure 3.15 Gradient descent. By calculating the slope (derivative) of the loss 
function with respect to W, GD decides whether to decrease or increase W to 

minimize loss function. 
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Tweaking a parameter to minimize the loss function of a model is done by calculating the 

slope of a starting point on the loss function curve with respect to that parameter (W in 

Figure 3.15), if the slope is positive, as the example shows in Figure 3.15, that means W 

needs to move left (decreased), and if the slope is negative, then W needs to move right 

(increased). 

The learning speed of a model is determined by how far W moves left or right in every step, 

approaching the minimum value of the loss function curve, and this is governed by the 

learning rate α (alpha), which controls the magnitude of the optimization steps. 

Selecting the value of the learning rate is done by trial and error, because every problem 

needs a different learning rate for training, and this is why α is called a hyper-parameter, 

because selecting too high learning rate can prevent converging to the local minimum of the 

loss function (overshooting), so selecting a small (appropriate) learning rate ensures 

converging to the minimum optimum. However, selecting a too small learning rate can 

increase the cost of training time as shown in Figure 3.16. 

 

 

Figure 3.16 Big learning rate vs. small learning rate. With a large learning rate, the 
training can indefinitely oscillate around the minimum, whereas with a small 

learning rate, the loss function will eventually converge to the local minimum; 
however, a too small learning rate can increase the cost of training time. 

 

To summarize the process of loss function minimization using GD, the following is the 

pseudo-code of GD optimization function: 
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(1) 

Initialize parameters (Weights and biases) at random values or zero: 

W←0 

b←0 

Initialize learning rate at a small value: 

α←0.001 

(2) 
Calculate loss function (cost function): 

J 

(3) 

Calculate the partial derivative of the loss function w.r.t W and b: 

dW 

db 

(4) 

Update network parameters as: 

Wnew = W – dW.α 

bnew = b – db.α 

(5) 
Repeat from step (2) using Wnew and bnew until convergence: 

J = local minimum 

 

 

In this study, deep neural networks are trained using an advanced optimization function; 

ADAM, which is discussed later in Chapter 6. It is worth mentioning that by activating the 

training verbosity option through code, the user will be able to monitor the loss function 

value decreasing after every iteration, and make sure the training is going as expected. 

3.6 Summary 

This chapter has overviewed the methodology used in this study, including: 

 Collecting the farm data to be examined and analysed. 

 Selecting Mastitis related variables. 

 Labelling clinical Mastitis milking instances using farm treatment record. 
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 Obtaining milking data of sick days, in addition to 4 weeks before sick days, for each 

case. 

 Data pre-processing. 

 Examining data, and looking into potential clusters using SOM. 

 Applying semi-supervised learning to data, in order to fully label the whole dataset, 

including: 

o Generating 2-diemnsional representation of each data combination using t-

SNE algorithm. 

o Revealing clusters of pre-clinical milking instances using DBSCAN. 

o Validating the chronological order of the revealed clusters using time series 

analysis. 

o Labelling the dataset based on the optimum clusters revealed for each data 

combination. 

 Using DNN to build two classifiers; clinical and pre-clinical, based on each data 

combination (model), and training and validating each classifier, and evaluating 

results. 

Several concepts have been theoretically reviewed and discussed in this chapter, including 

the general concept of machine learning (classification and clustering), t-SNE dimensionality 

reduction algorithm, DBSCAN clustering algorithm, and neural networks. 

This chapter has also discussed the concept of deep learning and deep neural networks, and 

the main characteristics that make DNN different from classical NN, namely, the deep multi-

layer topology of the network, and the activation function used in each layer. 

Gradient descent, the basic optimization function used to train neural networks is 

overviewed and discussed in this chapter. More about ADAM optimization function will be 

discussed in Chapter 6, which is the optimization function used to train deep neural 

networks in this research. 
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CHAPTER 4: VMS Dairy Farm Data 

 

Figure 4.1 Van Leeuwen Dairy Farm (Retrieved from: 
https://www.vanleeuwendairygroup.com) 

 

Research data for this project were collected from Van Leeuwen Dairy Farm; a commercial 

Voluntary Milking System (VMS) dairy farm in Makikihi in South Canterbury - New Zealand. 

This robotic dairy farm is the largest dairy farm in the world in terms of the number of 

milking robots (VMS units) under one roof (per. comm., Adrian Garner, DeLaval NZ). It has 24 

DeLaval® robots, milking about 1,900 cows in a single 13,000 square-meter barn. This high-

tech farm started operation in late 2014. Figure 4.2 shows a standard DeLaval® VMS unit. 

 

Figure 4.2 DeLaval® VMS unit (Retrieved from: 
https://www.vanleeuwendairygroup.com) 
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4.1 Data collection 

 

Figure 4.3 An infographic summary of the dairy farm from which data were 
collected for this research. 

 

Data collection started in June 2016, and ended in June 2017 (370 days). During that period, 

the total number of recorded milking instances was more than 1.1 million. The herd size was 

more than 1,900 cows, which is relatively very large compared to previous studies (few 

hundreds). This large-scale database allows extracting a reasonably large research dataset 

with a good number of sick milking instances (28%). 

Research data were exported from the farm system on a monthly basis, the exported data 

were stored as Microsoft® Excel® files. The data then were imported and concatenated into 

Microsoft® SQL Server® database management system, which provides a larger maximum 

table capacity, and a wider range of data manipulation tools and abilities. 
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Figure 4.4 An infographic summary of the farm robots and the data collection 
time. 

 

4.2 Data labelling and slicing using animal treatment record 

With a dataset of more than 1.1 million milking instances, data which are relevant to 

Mastitis detection need to be labelled and extracted. The farm treatment record contains 

the treatment log of different illnesses, including clinical Mastitis. This log was used to 

identify treated cows’ IDs, and treatment dates for clinical Mastitis. 

After the filtration of the farm treatment table, special customized INNER JOIN database 

operations were applied to the main milking table and the treatment table in order to match 

milking instances to clinical Mastitis treatment dates (the start day of each treatment). 
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Figure 4.5 An infographic summary of the modelling gold standard and the sick-
to-healthy ratio in the extracted research dataset. 

 

After labelling the treatment start day, the dataset size didn’t change, but a new “Label” 

column was added to the milking table, and all milking instances of treated animals on 

treatment start days were labelled as “clinical” instances. 

Figure 4.6 shows an infographic summary of data slicing and days before and after treatment 

start day for clinical cases, and Figure 4.8 demonstrates data slicing in more details. 
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Figure 4.6 An infographic summary of data slicing. Sick days start 3 days before 
treatment starting day. 

 

 

 

Figure 4.7 An infographic summary of healthy milkings and sick milkings. Healthy 
milking instances contain hidden potential pre-clinical clusters, as disscussed later 

in this chapter. 
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Figure 4.8 Healthy days and sick days slicing. 

 

After labelling the treatment start day of each clinical case, relevant data points were sliced 

and extracted in a separate table to be prepared for pre-processing and analysis. 

Figure 4.8 shows how data were sliced into sick days (the red part of the bar), and healthy 

days (the green part of the bar). 

For each clinical Mastitis case, 38 days of milking were sliced, in order to be examined and 

analysed. The 38 days consist of the following: 

- Sick days: include treatment start day (1 day), in addition to 3 days before that day 

as a safety time gap, this time gap covers any potential delay between the 

appearance of clinical symptoms and the application of the actual treatment. 6 days 

after the treatment start day are also counted as sick days- these are the treatment 

(milk withholding) days, as in nearly all cases, no clinical Mastitis treatment lasts 

more than 6 days. It is worth mentioning that cows under treatment continues being 

milked normally with all milking data being collected as usual, but with produced milk 

being diverted to a different tank. Thus, 10 days are the total number of sick days. 
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- Healthy days: these are the days before sick days, which will be analysed in order to 

detect milking instances of any pre-clinical Mastitis form. Deciding the number of 

these days was based on four factors; the total number of sick cows within the herd 

during data collection time, the total number of milking instances for each sick cow 

before her treatment begins, the number of sick milking instances for each sick cow, 

and the fourth factor was about how earlier we need to go before treatment start 

day to cover any potential pre-clinical milking. After trying different scenarios, going 

back 28 days before sick days begin (31 days before treatment day) was found to be 

the best scenario. Going back 4 weeks before each treatment is long enough to spot 

any potential pre-clinical patterns, while preserving a reasonable sick-to-healthy ratio 

(2:5), which means that more than 28% of total analysed milking instances are sick. 

 

Slicing milking instances of 38 days for each clinical Mastitis case resulted in about 29,000 

milking instances (28,962 milking instances), more than 8,000 of them are associated with 

sick days, and more than 20,000 of them relate to healthy days. 

 

4.3 Discriminating variables 

The farm robotic system provides more than 40 milking-related features that are measured 

and recorded at real-time during every milking. From among those features, 16 Mastitis-

related features were selected to be pre-processed and analysed; the selection of these 

features was based on literature review (see Table 2.1), besides reviewing the farm system 

documentation that provides brief descriptions of milking features and how they relate with 

each other. However, some features needed to be discussed with the farm system 

technician to be more clarified, see Table 4.1. 

4.3.1 Milk conductivity 

Milk conductivity is the ability of milk to conduct electrical current, it is measured in S/m3 

(Siemens per cubic meter) unit. Reasons for elevated milk conductivity was discussed in 

Section 1.7.3. Basically, as the disease progresses, blood-milk barrier is broken, and blood 

enters milk, thereby increasing ionic content in milk. 
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4.3.2 Milk yield 

Milk yield is the amount of milk produced by the end of a milking, measured in kg. 1 kg of 

milk approximately equals 1 litre of milk. 

Table 4.1 Descriptions of variables selected to be used in this study 

Variable Description 

Milk conductivity (total) The ability of milk to conduct electrical current 

Milk yield LF Milk produced from left front quarter 

Milk yield LR Milk produced from left rear quarter 

Milk yield RF Milk produced from right front quarter 

Milk yield RR Milk produced from right rear quarter 

Milk yield deviation 

from the last 7 days 

average 

The deviation of milk yield at current milking from the cow’s 

last 7 days moving average. 

Mean milk flow LF Mean milk flow from left front quarter 

Mean milk flow LR Mean milk flow from left rear quarter 

Mean milk flow RF Mean milk flow from right front quarter 

Mean milk flow RR Mean milk flow from right rear quarter 

Peak milk flow LF Peak milk flow from left front quarter 

Peak milk flow LR Peak milk flow from left rear quarter 

Peak milk flow RF Peak milk flow from right front quarter 

Peak milk flow RR Peak milk flow from right rear quarter 

Last milking interval The elapsed time between current milking and last milking 

Milking duration The duration of current milking 
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4.3.3 Milk flow 

Milk flow is the volume of milk that passes per unit time. Milk flow values are recorded 

during a milking via special sensors, and the mean of the recorded values is calculated as the 

mean milk flow, and the maximum of these values is recorded as the peak milk flow. 

4.3.4 Last milking interval 

At VMS farms, the cows go to milking units voluntarily, as these milking robots are available 

24/7. At every milking, the elapsed time between last milking and current milking is 

recorded. Last milking interval is measured in hours. As far as we know, the correlation 

between this variable and Mastitis has not been computationally analysed before. A longer 

last milking interval can be indicative of pain caused by Mastitis. 

4.3.5 Milking duration 

At every milking, the milking duration (in minutes) is recorded. Milking duration is the actual 

time of milk suction, it doesn’t include overhead time before or after the actual milk flow. 

The correlation between milking duration and Mastitis has not been computationally 

analysed in previous studies, while the herd average milking duration (min/cow) was used in 

some studies, like (Mammadova & Keskin, 2015). This study assumes that milking duration 

can be considerably shorter for cows with Mastitis due to alterations in milk characteristics, 

such as having flakes and/ or clots in milk. 

4.4 Data pre-processing 

4.4.1 Mean absolute deviation 

Some of the collected data variables were measured per quarter for each cow during each 

milking; these variables needed to be processed to be more discriminative for Mastitis 

detection (see Table 4.2). Since Mastitis affects the readings of some quarters while leaving 

other quarters giving normal readings for the same animal during the same milking, 

calculating the mean absolute deviation for the quarter-based variables results in more 

discriminative features that have more correlation with Mastitis. On the other hand, 

calculating the mean absolute deviation (the deviation between 4 values of 4 quarters of the 

same cow) excludes normal differences between different animals, as different bodies 

normally have different characteristics. Equation 4.1 calculates the mean absolute deviation 

for milk yield within the same cow, where yk is the milk yield of quarter k. 
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𝑦𝑖𝑒𝑙𝑑_𝑑𝑒𝑣 =
1

4
∑ 𝑎𝑏𝑠(𝑦𝑘 − 𝑎𝑣𝑔(𝑦1, 𝑦2, 𝑦3, 𝑦4)

4

𝑘=1

) (4.1) 

 

 

The mean absolute deviation was also calculated for mean milk flow and peak milk flow, 

these two variables were also measured per quarter for each cow during each milking. 

Equation 4.2 calculates the mean absolute deviation for the mean milk flow, and Equation 

4.3 calculates the mean absolute deviation for the peak milk flow, where mfk is the mean 

milk flow of quarter k, and pfk is the peak milk flow of quarter k. 

 

 

 

𝑚𝑒𝑎𝑛_𝑓𝑙𝑜𝑤_𝑑𝑒𝑣 =
1

4
∑ 𝑎𝑏𝑠(𝑚𝑓𝑘 − 𝑎𝑣𝑔(𝑚𝑓1, 𝑚𝑓2, 𝑚𝑓3, 𝑚𝑓4)

4

𝑘=1

) (4.2) 

 

 

 

𝑝𝑒𝑎𝑘_𝑓𝑙𝑜𝑤_𝑑𝑒𝑣 =
1

4
∑ 𝑎𝑏𝑠(𝑝𝑓𝑘 − 𝑎𝑣𝑔(𝑝𝑓1, 𝑝𝑓2, 𝑝𝑓3, 𝑝𝑓4)

4

𝑘=1

) (4.3) 
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Table 4.2 Descriptions of pre-processed variables used in this study 

Variable Description 

n_cond Normalized milk conductivity (total of 4 quarters) 

n_yield_dev 4 quarters milk yield normalized mean absolute deviation 

last_7d_dev Milk yield deviation from last 7 days moving average (total of 4 

quarters) 

n_mean_flow_dev 4 quarters mean milk flow normalized mean absolute deviation 

n_peak_flow_dev 4 quarters peak milk flow normalized mean absolute deviation 

n_lmi Normalized last milking interval 

n_duration Normalized milking duration (the duration of the whole milking) 

 

There is another type of yield deviation which is calculated automatically by the farm 

system; it is the percentage of the cow’s milk yield deviation from the last 7 days milk yield 

moving average (the average of the same cow). 

 

𝑙𝑎𝑠𝑡_7𝑑_𝑑𝑒𝑣 =
𝑦𝑖

𝑎𝑣𝑔(𝑦𝑖 , 𝑦𝑖−1, … , 𝑦𝑖−7)
× 100% (4.4) 

 

The percentage of the cow’s milk yield deviation from the last 7 days milk yield moving 

average is shown in Equation 4.4, where yi is the milk yield of day i, and day i  is the day of 

current milking (today). 

4.4.2 Normalization (variable scaling) 

As the range of values for each variable varies, variables need to be scaled (normalized), so 

each variable contributes proportionately to different modelling stages (dimensionality 

reduction, clustering, classification). Equation 4.5 shows the min-max normalization, which 

was used to normalize different variables before starting modelling. 
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𝑥′ =
𝑥 − 𝑚𝑖𝑛(𝑥)

𝑚𝑎𝑥(𝑥) − 𝑚𝑖𝑛(𝑥)
 (4.5) 

Where x is a value of a variable, and x’ is the normalized value between 0 and 1. 

4.5 Exploratory data analysis using SOM 

After data have been pre-processed and prepared for analysis, self-organizing map was 

trained using selected combinations of variables, in order to explore potential data patterns. 

This step was necessary to build up confidence before starting the actual modelling. 

A 15×15 SOM was trained using different variable combinations. Figure 4.9, Figure 4.10 and 

Figure 4.11 exhibit the SOM weight positions for three variables combinations. The weights 

represent the centre of gravity of small clusters of original data, and so the weights in 

essence represent a noise removed summary version of the original data. This helps better 

discern patterns in the data such as stages of Mastitis. Accordingly, plots in Figures 4.9-4.11 

provide a summary (noise reduced) view of two-dimensional plots of original variable 

combinations. 

The SOM weights positions of these three combinations substantiate the existence of 

clusters of data points that can be found within the healthy regions, which indicate potential 

pre-clinical clusters. Although these clusters are not distinct enough to be extracted and 

labelled, the existence of these vague clusters is a good sign that can inspire and guide the 

next modelling step, which aims to find the size, the boundaries and the location of that 

cluster with respect to the disease timeline. 

In Figure 4.9, the plot shows the data space of 3 variables; electrical conductivity, last milking 

interval and mean milk flow, the plot shows that the sick and healthy clusters are distinct, as 

the cluster with low weight values is the healthy cluster (the bottom one), and the cluster 

with high weight values is the sick cluster (the top one). However, the red arrow is pointing 

at a potential vague cluster that could indicate Mastitis in some pre-clinical stage. 
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Figure 4.9 SOM weights positions of (n_cond, n_mean_flow_dev, n_lmi). A vague 
potential pre-clinical cluster can be seen (red arrow). 

 

 

Figure 4.10 SOM weights positions of (n_cond, n_lmi, n_peak_flow_dev). Two 
potential pre-clinical clusters can be seen (red arrows). 

 

Figure 4.10 shows the plot of SOM weight positions of another combination of variables; 

electrical conductivity, last milking interval and peak milk flow; the plot illustrates two 
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clearer potential pre-clinical clusters indicated by the red arrows, which means some 

variable combinations have more discriminating power in terms of differentiating different 

Mastitis clusters. 

In Figure 4.11 (electrical conductivity, last milking interval and milk yield), the potential pre-

clinical cluster is not as clear as in previous two plots, which again means that the selection 

of variable combinations is important in detecting potential clusters of pre-clinical stages of 

Mastitis. 

It is worth mentioning that the healthy cluster in the three plots seems to be small, although 

it is the largest cluster, and that is because the weight values of that cluster are densified in a 

relatively small area. 

 

 

Figure 4.11 SOM weights positions of (n_yield_dev, n_lmi, n_cond). A vague 
potential pre-clinical cluster can be seen (red arrow). 

 

Based on the results of SOM data examination, along with literature review, and discussions 

with the farm people, and reviewing the farm system documentation, 20 variable 

combinations have been selected for modelling, they will be listed in the next chapter. 

Some variables have been excluded from this analysis, such as blood in milk, which is recorded 

by colour sensors that identify any changes in the colour of milk caused by blood. This variable 

was excluded because it may negatively affect the modelling of early Mastitis (pre-clinical), as 

having colour changes in milk means that the animal is at an advanced stage of the disease 

(acute clinical Mastitis). 
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Other variables have been excluded because the literature shows that they have very low 

discriminating power in terms of detecting Mastitis, such as lactation number (number of 

times the cow has given birth), days in milk, days since last calving and breed (Hassan et al., 

2008). 

The next chapter depicts the semi-supervised learning process, which enables finding, 

validating and labelling the potential hidden cluster of pre-clinical Mastitis. 

4.6 Summary 

In this chapter, we have described and discussed the data used in this research. Data for this 

study were collected from Van Leeuwen Dairy Farm; a commercial VMS dairy farm in 

Makikihi, South Canterbury, New Zealand. 

The collection of the farm milking data of 24 milking robots, milking more than 1,900 cows 

for 370 days, resulted in more than 1.1 million milking instances. 

Data labelling and slicing resulted in 38 days of milking instances for each clinical Mastitis 

case; the whole generated dataset is about 29,000 milking instances (28,962 instances), 

more than 8,000 of them are associated with sick days, and more than 20,000 of them relate 

to healthy days. 

There are several Mastitis-related milking variables that have been selected to be examined 

and analysed in this study, including variables that have been studied before, like milk 

conductivity and milk yield, and other milking variables that have not been computationally 

analysed before with respect to Mastitis detection modelling, such as actual milking 

duration, and last milking interval. 

The Exploratory data analysis using SOM has shown some vague clusters within the healthy 

milking instances region, with some variable combinations giving clusters that are clearer 

than what other combinations give, showing that some combinations have better 

discriminating power, such as combinations that contain electrical conductivity, last milking 

interval, milk yield and milking duration. 

Some variables have been excluded from this analysis, either because they are inappropriate 

for early Mastitis modelling, or because they have weak discriminating power. 
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The existence of such clusters is a good sign that inspires and guides the next modelling step, 

which aims to find the size, the boundaries and the location of each of those clusters with 

respect to the disease timeline. 
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CHAPTER 5: Semi-supervised Learning 

After exploring data using SOM and finding potential patterns of pre-clinical Mastitis, 20 

different variable combinations have been selected to be modelled; each combination 

include 4 variables. Table 5.1 shows the selected variables combinations. 

These data combinations have been selected based on SOM results along with the literature 

on computational Mastitis detection modelling, as many studies have reported some 

variables to have high discrimination power in terms of Mastitis detection, such as milk 

electrical conductivity (see Table 2.1). 

Semi-supervised learning (SSL) is a machine learning technique that allows learning from a 

partially-labelled dataset, where most of data points are unlabelled, and a relatively small 

part of the dataset is labelled. 

SSL allows the model to explore embedded structures and find hidden clusters within a data 

space, while being steered by the labelled part of the dataset, to insure the validity of the 

found structures and clusters within data. The labelled part of the dataset are the ground-

truth clinical Mastitis milking instances, which were obtained from the farm treatment 

record. 

However, the clustering output needs further validation to confirm the relationship between 

the three found clusters (healthy, pre-clinical and clinical) in each two-dimensional 

representation, this validation is secured by applying time series analysis to each clustering 

output, in order to confirm the chronological order of the three clusters; healthy, then pre-

clinical, then clinical. 

SSL aims to make models more generalized, which makes them more stable, because the 

labelled data points guide the learning process, and the unlabelled data points increase and 

enhance the generalization of the model. 

It is worth mentioning that, as far as we know, SSL has not been used before in 

computational Mastitis detection, which makes this study a good opportunity to evaluate 

the performance of this technique in this task. 
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Table 5.1 Selected combinations of variables 

Combination 
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comb_01 ✔ ✔    ✔ ✔ 

comb_02 ✔ ✔ ✔   ✔  

comb_03 ✔ ✔   ✔ ✔  

comb_04 ✔ ✔  ✔  ✔  

comb_05 ✔  ✔   ✔ ✔ 

comb_06 ✔    ✔ ✔ ✔ 

comb_07 ✔   ✔  ✔ ✔ 

comb_08 ✔  ✔  ✔ ✔  

comb_09 ✔  ✔ ✔  ✔  

comb_10 ✔   ✔ ✔ ✔  

comb_11 ✔ ✔ ✔    ✔ 

comb_12 ✔ ✔   ✔  ✔ 

comb_13 ✔ ✔  ✔   ✔ 

comb_14 ✔ ✔ ✔  ✔   

comb_15 ✔ ✔ ✔ ✔    

comb_16 ✔ ✔  ✔ ✔   

comb_17 ✔  ✔  ✔  ✔ 

comb_18 ✔  ✔ ✔   ✔ 

comb_19 ✔   ✔ ✔  ✔ 

comb_20 ✔  ✔ ✔ ✔   
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5.1 Dimensionality reduction to two-dimensional representation 

In this stage of analysis, t-SNE dimensionality reduction is applied to each combination of 

variables to simplify data representation, while preserving underlying structures within the 

data space, such as clusters. After that, clusters could be recognized and defined by DBSCAN 

clustering algorithm. 

The t-SNE dimensionality reduction algorithm transforms each data combination that 

consists of 4 variables to 2-dimensional representation, which facilitates revealing clusters in 

the next step of modelling. 

APPENDIX A provides the Python implementation source code of t-SNE dimensionality 

reduction algorithm introduced by (van der Maaten & Hinton, 2008), which was customized 

and applied to each combination of variables in this research. 

5.2 Data clustering 

After generating the 2-dimensional representation of each data combination using t-SNE 

algorithm, DBSCAN algorithm was applied to each 2-dimensional representation, see 

APPENDIX B for the Python implementation source code of the DBSCAN algorithm. 

The clustering has been optimized using the ground-truth clinical instances. DBSCAN 

algorithm has been run multiple times for each data combination, and optimized by 

maximizing the number of recognized clinical instances, which means the optimum 

clustering output includes the largest clinical cluster, i.e. the maximum number of ground-

truth clinical milking instances (out of 8,278 clinical milking instances). 

In each of the following 20 figures (Figure 5.1 to Figure 5.20), the top part of each figure 

shows the t-SNE two-dimensional representation of the corresponding data combination, 

and the bottom part of the figure demonstrates the optimized DBSCAN clustering output of 

the corresponding representation. 

It is worth mentioning that, according to the documentation of the Python implementation 

of t-SNE algorithm, the axes of the two-dimensional representation generated by the 

algorithm have no interpretable meaning, and because of that, these axes are unlabelled. 
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Figure 5.1 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_01 
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Figure 5.2 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_02 
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Figure 5.3 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_03 
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Figure 5.4 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_04 
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Figure 5.5 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_05 
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Figure 5.6 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_06 
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Figure 5.7 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_07 
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Figure 5.8 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_08 
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Figure 5.9 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_09 
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Figure 5.10 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_10 
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Figure 5.11 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_11 
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Figure 5.12 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_12 
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Figure 5.13 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_13 
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Figure 5.14 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_14 
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Figure 5.15 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_15 
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Figure 5.16 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_16 
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Figure 5.17 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_17 
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Figure 5.18 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_18 
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Figure 5.19 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_19 
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Figure 5.20 t-SNE representation (top) and DBSCAN clusters (bottom) of comb_20 
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5.3 Time series analysis 

Time series analysis was applied to each clustering output to confirm the location of each 

cluster along the disease timeline. For most combinations (16 combinations), pre-clinical 

clusters fall within 1-2 days before sick days start. See Figure 5.21 and Figure 5.22 that 

illustrate examples of the time series analysis of some of the aforementioned 16 data 

combinations, namely, comb_14 and comb_17, respectively. 

 

 

 

Figure 5.21 Time series analysis of clustering output of comb_14. The pre-clinical 
cluster (yellow area) falls within only 1 day before sick days start (red area). 
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Figure 5.22 Time series analysis of clustering output of comb_17. The pre-clinical 
cluster (yellow area) falls within only 2 days before sick days start (red area). 

 

As seen in figures above, comb_14 has produced a pre-clinical cluster of milking instances 

that fall only one day before sick days start, while comb_17 has produced an earlier pre-

clinical cluster, which falls over two days before sick days start. Having only two days before 

sick days start could be considered as a too-late alert of Mastitis, and these clusters of 

milking instances could be considered as (nearly clinical). 

Only 4 combinations have generated pre-clinical clusters that fall within 3 days or more 

before sick days start, these combinations are: comb_05, comb_06, comb_11 and comb_13. 

The models based on these 4 combinations will be evaluated and discussed in detail in 

Chapter 7. However, all 20 combinations have been analysed and modelled. 

5.4 Labelling of data clusters 

In each clustering output, the medium-size cluster represents the clinical Mastitis milking 

instances, the large-size cluster represents the healthy milking instances, and the small-size 

cluster represents the pre-clinical Mastitis milking instances. The colour code in each 

clustering output is generated automatically on a random basis for cluster differentiation, 

and it does not have any specific meaning. 
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DBSCAN automatically assigns a unique label for each found cluster, which is saved with 

each clustering output. For each data combination, the corresponding clustering labels have 

been extracted from the clustering output, and then these labels have been used to label the 

corresponding original multidimensional dataset. 

Defining both pre-clinical and clinical clusters using the same two-dimensional 

representation helps generalizing the model and making it more stable, because that makes 

the model aware of similarity between clinical and pre-clinical patterns. 

A pre-clinical cluster, and a clinical cluster are shown together in each clustering output of 

each representation, which means that DBSCAN was able to recognize both types of 

instances together; clinical and pre-clinical. This means that the classifiers that will be built 

based on these clustering outputs will be generalized and able to detect both types of 

Mastitis. 

At the end of this stage, each of the 20 different data combinations has been fully labelled 

based on the time-series-validated clustering output of the two-dimensional representation, 

which makes these combinations ready for the next modelling stage; building classifiers 

discussed in the next chapter. 

5.5 Summary 

This chapter discusses the concept of SSL, and how it enhances the modelling process, by 

revealing both pre-clinical and clinical clusters, using the same two-dimensional 

representation for each data combination. 

20 different data combinations have been defined in this chapter, these combinations were 

selected based on SOM results and literature. 

This chapter illustrates the results of applying t-SNE algorithm to 20 different data 

combinations. The dimensionality reduction algorithm transforms each 4-dimensional data 

combination to 2-dimensional representation. 

DBSCAN clustering algorithm is applied to each 2-dimensional representation, and the 

clustering output of each of the 20 representations is demonstrated in this chapter. 

The chronological order of each clustering output was validated by time series analysis, the 

analysis confirmed that each pre-clinical cluster falls chronologically between a healthy 

cluster and a clinical cluster. 
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After clustering, and clustering validation, the new labels of healthy cluster and pre-clinical 

cluster in each clustering output are used to label each corresponding original 

multidimensional data combination, making data combinations ready to be used for training 

and validating two types of classifiers; clinical and pre-clinical. The DNN used to build these 

two classifiers will be discussed and described in the next chapter. 
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CHAPTER 6 Classifier Building, Training and Validation 

6.1 Keras 

Keras is a high-level framework (Application Programming Interface - API) for building deep 

neural networks (Chollet, 2015). Keras works on top of TensorFlow, which is a neural 

network manipulation library that serves as the backend engine of Keras. Figure 6.1 

illustrates the relationship between Keras and the other elements of the development 

environment. 

 

 

Figure 6.1 The relationship between Keras, TensorFlow, Python and the hardware 

 

The next five sub-sections describe and discuss the different components of Keras DNN built 

for this research, including the model, the activation function, the loss function, the 

optimizer and the metrics. 

Section 6.2 describes the DNN classifier topology, and section 6.3 discusses the training and 

validations process. 
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6.1.1 Model 

In Keras, the core basic building block is a model, which specifies the number of inputs, the 

number of network layers and the number of neurons in each layer. 

The network for this study requires 4 inputs, because each of the data combinations consists 

of 4 variables. The developed DNN has 3 layers, and the number of layers for this network 

was identified through experimentation, the performance of the network did not 

significantly improve when the number of layers was increased from 3 to 4. 

The number of neurons in each layer was also identified through experimentation; the core 

layer of the network was built using 4, 8, 16 and 32 neurons (with 1-neuron output layer), 

the performance of the network stopped improving after reaching 16 neurons. 

Choosing the appropriate number of layers and neurons affects the efficiency of the 

network; using extra layers and/or extra neurons will increase the time and computation 

costs without improving the network performance. Section C.1 in APPENDIX C shows the 

Python source code of Keras model constructor. 

6.1.2 Activation function 

An activation function calculates the value of the output, on the basis of inputs received 

from other neurons, along with the weights associated with the input signals. See Figure 6.2. 

 

 

Figure 6.2 Activation function 
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ReLU activation function was used in the three hidden layers of the developed DNN. ReLU 

activation function was discussed in Section 3.5.2.2 

 

 

Figure 6.3 Sigmoid activation function 

 

The output layer of the developed DNN uses sigmoid activation function (Equation 6.1 and 

Figure 6.3), which is ideal for binary classification (clinical/healthy) or (pre-clinical/healthy); 

this is because this activation function monotonically varies from 0 and 1 and is suited to 

representing a simple threshold response based on nonlinear relations. See Equation 6.1. 

 

𝑓(𝑥) =
1

1 + 𝑒−𝑥
 (6.1) 

 

6.1.3 Loss function 

Loss function, sometimes referred to as cost function, is the function that represents the 

difference between target values and predicted values. The training of a classifier implies 

minimizing the loss function. 
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This DNN uses Cross-Entropy loss function (log loss), which measures the performance of a 

binary classifier. As demonstrated in Figure 6.4, cross-entropy loss decreases as the 

predicted probability converges to the actual label (label = 1 in this example). 

 

 

Figure 6.4 Cross-Entropy loss function 

 

Equation 6.2 calculates cross-entropy loss function, where y is the target value, and p is the 

value predicted by the model. 

 

−((𝑦)𝑙𝑜𝑔(𝑝) + (1 − 𝑦) log(1 − 𝑝)) (6.2) 

 

6.1.4 Optimizer 

In DNN training, an optimizer updates the network’s parameters based on the loss function. 

This network uses ADAM optimizer which was introduced by (Kingma & Ba, 2014). ADAM is 

an SGD (Stochastic Gradient Descent) variant optimizer. Section C.4 in APPENDIX C includes 

the source code of the optimization of this DNN. 
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Figure 6.5 A comparsion between ADAM and other optimization functions in 
terms of training cost using MNIST dataset (Kingma & Ba, 2014). 

 

Figure 6.5 shows a comparison between ADAM and other optimization functions in terms of 

training cost (Kingma & Ba, 2014). The main difference between ADAM and other 

optimization functions is, while other functions use single learning rate for all weight 

updates (see Section 3.5.3), ADAM optimization function maintains a learning rate for each 

network weight (parameter), which allows better learning of Mastitis patterns, because it 

provides a customized learning rate for each Mastitis discriminating variable, based on how 

influential that variable is. 

6.1.5 Metrics 

In Keras, built-in standard metrics are used to monitor the model performance while training 

is in progress. At the end of each epoch (iteration over entire dataset), the metric value is 

calculated, recorded and displayed. In this DNN, accuracy is the used metric, see Equation 

6.3. 
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𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (%) =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
× 100 (6.3) 

 

Where: 

 TP (True Positive): is the number of positive Mastitis cases that were detected by a 

model. 

 FN (False Negative): is the number of positive Mastitis cases that were not detected 

by a model. 

 TN (True Negative): is the number of negative Mastitis cases that were recognized as 

negative cases by a model. 

 FP (False Positive): is the number of negative Mastitis cases that were recognized as 

positive cases by a model. 

6.2 DNN Classifier 

 

 

Figure 6.6 The topology of the classification DNN. 
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Figure 6.6 illustrates the topology of the DNN Mastitis classifier, which will be used in two 

classification tasks; clinical classification, and pre-clinical classification. 

This network consists of 3 fully-connected hidden layers, in addition to the output layer. The 

first hidden layer has 8 neurons, the second hidden layer has 16 neurons and the third 

hidden layer has 8 neurons. The output layer has one neuron since this classifier is built to 

perform binary classification tasks, i.e. healthy/clinical, or healthy/pre-clinical. 

ReLU activation function is used in all three hidden layers, while sigmoid activation function 

is used in the output layer. ADAM optimization function is used in the network weights 

update. 

6.3 Training and validation 

With 20 data combinations, the DNN was trained and validated to build 20 clinical classifiers, 

and trained and validated 20 times to build 20 pre-clinical classifiers, which means two 

classification tasks for each data combination; healthy/clinical classification task, and 

healthy/pre-clinical classification task. 

For every model, healthy/clinical milking instances were copied into a separate data frame, 

and healthy/pre-clinical milking instances were copied into another separate data frame, 

having two data frames (two new datasets); clinical and pre-clinical, each of these two 

datasets will be used to train and validate its corresponding classifier, as following: 

 The dataset is shuffled, and 40% of the dataset is randomly selected, copied to 

another validation data frame, as a validation set, and then dropped from the 

dataset, leaving 60% of data for training. See Figure 6.7. 

 The training set is then used to train the model through 100 epochs (100 iterations 

over the entire training set). As Keras provides a verbosity option, that when 

enabled, allows the user to monitor loss function updates after each epoch, it was 

reported that all classifiers has stopped learning after 60-70 epochs, so running the 

network training for 100 epochs was enough for all classifiers. 

 After training is complete, the untouched left-aside 40% validation set is then used to 

generate predictions and evaluate performance, by calculating Specificity and 

Sensitivity. 
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Figure 6.7 Training and validation sets 

 

For each model, the two classifiers (clinical & pre-clinical) were trained and validated using 

the same network topology (Figure 6.6), which allows these two classifiers to be combined 

together in one module on a farm system in the future. 

Validation results and comparisons between different models, are discussed in next chapter, 

while highlighting the models with best performance. 

6.4 Summary 

This chapter overviews Keras library, including the main library components used in building 

classification models, such as the building block (model), the activation functions, the loss 

function, the optimizer and metrics. 

The topology of the Mastitis classifier is described in this chapter, in terms of the number of 

layers, number of neurons in each layer, and the used activation function in each layer. 

For each model, two classifiers have been trained and validated, a healthy/clinical classifier, 

and a healthy/pre-clinical classifier. 

Classifiers have been trained (optimized) using ADAM; an improved optimization function 

that maintains a learning rate for each network weight (parameter). 

For each classifier (clinical or pre-clinical), 60% of the corresponding dataset were used for 

training, and the remaining 40% were used for validation. Validation results are discussed in 

the next chapter. 
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CHAPTER 7 Model Evaluation and Discussion 

7.1 Layers of modelling 

In this study, each of the 20 different designed models has gone through several layers of 

modelling, these layers are: 

 Modelling layer 1: Selecting the corresponding data combination for each model. For 

more details about the selected data combinations, see Table 5.1. 

 Modelling layer 2: Applying dimensionality reduction to each data combination using 

t-SNE algorithm, in order to generate two-dimensional representation of the data 

space for each of the data combinations. 

 Modelling layer 3: Applying density based clustering to each of the two-dimensional 

representations using DBSCAN algorithm, in order to find the pre-clinical cluster in 

each representation, the pre-clinical cluster in each representation was optimized 

and validated as following: 

o Pre-clinical cluster optimization: The size of the pre-clinical cluster for each 

data combination was optimized based on maximizing the number of 

recognized clinical milking instances (clinical cluster). 

o Pre-clinical cluster validation: A time series analysis was applied to each 

clustering output to confirm the chronological order of the three generated 

clusters along the disease timeline; healthy cluster, then pre-clinical cluster, 

and finally clinical cluster. 

 Modelling layer 4: Using labels of the three clusters of each data combination to 

label the corresponding original multi-dimensional dataset. 

 Modelling layer 5: Using DNN along with each labelled multi-dimensional dataset to 

train and validate a healthy/clinical binary classifier. 

 Modelling layer 6: Using DNN along with each labelled multi-dimensional dataset to 

train and validate a healthy/pre-clinical binary classifier. 
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7.2 Evaluation criteria 

In this study, the evaluation of each of the 20 models reflects the modelling layers 

mentioned above. Model evaluation is guided by the following criteria: 

 Criterion 1: The number of recognized clinical milking instances (clinical cluster). 

 Criterion 2: How representative the clinical cluster is: The performance of the 

Healthy / Clinical classifier (Sp & Se). 

 Criterion 3: The number of detected pre-clinical milking instances (pre-clinical 

cluster). 

 Criterion 4: How representative the pre-clinical cluster is: The performance of the 

Healthy / Pre-clinical classifier (Sp & Se). 

 Criterion 5: The discernment power of each of the variables used in modelling. 

 Criterion 6: How early pre-clinical milking instances could be detected: How many 

days the pre-clinical cluster covers before treatment starts (time series analysis). 

As mentioned in Chapter 6, each classifier (clinical or pre-clinical) was trained using 60% of 

the dataset, and validated using the remaining 40% of the dataset. See Figure 7.1. 

 

 

Figure 7.1 Training and validation performance of model_11 clinical classifier 
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The following sections review and discuss modelling results for both clinical and pre-clinical 

classifications, and the effect of clinical and pre-clinical Mastitis on different variables. 

7.3 Clinical Mastitis clustering and classification results 

Table 7.1 CLINICAL Mastitis classification results for 20 different models 

  

Healthy cluster 

(obtained through 
dimensionality reduction 

and clustering, and 
validated by time series 

analysis) 

Clinical cluster 

(obtained through 
dimensionality reduction 

and clustering, and 
validated by time series 

analysis) 

H/C classification 

(through a DNN classifier) 

Model 

Data 
Combination 

(Table 5.1) 

Number of recognized 
Healthy milking 

instances 

Percentage of 
recognized Clinical 
milking instances 

(out of 8,278 ground-truth 
clinical milking instances) 

Specificity 

Sp 

Sensitivity 

Se 

model_01 comb_01 20,332 99.6% 99% 99% 

model_02 comb_02 22,439 69.1% 98% 84% 

model_03 comb_03 20,677 78.9% 98% 93% 
model_04 comb_04 21,063 66.2% 98% 81% 

model_05 comb_05 19,737 99.9% 99% 99% 

model_06 comb_06 17,698 93.0% 99% 97% 
model_07 comb_07 18,616 78.4% 97% 92% 

model_08 comb_08 17,537 99.0% 94% 91% 

model_09 comb_09 19,277 82.3% 94% 77% 
model_10 comb_10 15,942 99.0% 90% 86% 

model_11 comb_11 16,299 95.4% 99% 98% 

model_12 comb_12 19,129 94.4% 99% 97% 
model_13 comb_13 17,177 99.0% 99% 99% 

model_14 comb_14 22,910 59.3% 97% 79% 

model_15 comb_15 23,115 57.6% 96% 78% 
model_16 comb_16 21,446 59.3% 98% 79% 

model_17 comb_17 20,241 78.6% 98% 90% 

model_18 comb_18 19,473 87.0% 96% 81% 

model_19 comb_19 19,230 69.4% 98% 85% 

model_20 comb_20 24,018 41.7% 97% 71% 

 

Table 7.1 demonstrates the Clinical Mastitis modelling results, including the model name, 

the corresponding data combination, the healthy (H) cluster, the clinical (C) cluster, and the 

validation results of the H/C classification performance of the DNN classifier. 
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Out of 8,278 ground-truth clinical milking instances, some models were able to detect nearly 

all clinical instances, like model_01, model_05, model_08, model_10 and model_13, while 

other models were able to detect high percentage of the clinical instances, such as 

model_06, model_11 and model_12. 

The classification performance of the above mentioned models vary, some models have 

shown very high Se and Sp, such as model_01, model_05, model_06, model_11, model_12 

and model_13, while other models, such as model_08 and model_10, have scored low Sp 

(<99%). 

Other models have shown relatively good classification performance, although they did not 

do a good job at recognizing the clinical cluster, such as model_02, model_03, model_04, 

model_07, model_09, model_14, model_15, model_16 model_17, model_18 model_19 

and model_20. Each of these models have been trained using a cluster of a partial small set 

of the clinical milking instances; this cluster contains only clear examples of clinical milking 

instances, and that is why those models have shown good clinical classification results. 

7.4 Clinical Mastitis effect on variables 

By looking up data combinations behind the top 6 clinical models (Table 5.1), namely, 

comb_01, comb_05, comb_06, comb_11, comb_12 and comb_13, we can see that n_cond 

(milk electrical conductivity) is a common variable between all the above mentioned 6 data 

combinations, and that was expected, as electrical conductivity has been proven to be a 

strong discriminating variable for Mastitis detection. 

Milk yield deviation (n_yield_dev) was a common variable between 4 of the above 

mentioned six data combinations, and again this is because of the good discriminating power 

of this variable, which was reported in previous studies, and that is why last_7d_dev (last 7 

days yield deviation) was also found in 2 data combinations. 

Milk flow mean deviation (n_mean_flow_dev) was only part of one data combination 

(comb_13), while the variable n_peak_flow_dev (milk flow peak deviation) was a common 

variable between 2 combinations: comb_06 and comb_12, which indicates that the milk 

flow peak is more sensitive to clinical Mastitis than milk flow mean. 

The new studied variable, the last milking interval (n_lmi), was a common variable in 3 

combinations, showing a good discriminating power for clinical Mastitis detection. 
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The actual milking duration variable (n_duration) has demonstrated high discriminating 

capability, by being a part of all the top 6 data combinations, which means that this variable 

shows discernment power of clinical Mastitis similar to what electrical conductivity shows. 

7.5 Pre-clinical Mastitis clustering and classification results 

Table 7.2 PRE-CLINICAL Mastitis classification results for 20 different models 

  

Healthy cluster 

(obtained through 
dimensionality reduction 

and clustering, and 
validated by time series 

analysis) 

Pre-clinical cluster 

(obtained through 
dimensionality reduction 

and clustering, and 
validated by time series 

analysis) 

H/P classification 

(through a DNN classifier) 

Model 

Data 
Combination 

(Table 5.1) 

Number of recognized 
Healthy milking 

instances 

Number of detected 
Pre-clinical milking 

instances 

Specificity 

Sp 

Sensitivity 

Se 

model_01 comb_01 20,332 381 99% 31% 

model_02 comb_02 22,439 798 99% 65% 

model_03 comb_03 20,677 1,753 99% 85% 
model_04 comb_04 21,063 2,412 99% 72% 

model_05 comb_05 19,737 954 99% 93% 

model_06 comb_06 17,698 3,565 99% 88% 
model_07 comb_07 18,616 3,853 95% 83% 

model_08 comb_08 17,537 2,427 97% 66% 

model_09 comb_09 19,277 2,872 98% 79% 
model_10 comb_10 15,942 4,358 95% 98% 

model_11 comb_11 16,299 4,764 99% 84% 

model_12 comb_12 19,129 2,017 94% 90% 
model_13 comb_13 17,177 3,484 99% 86% 

model_14 comb_14 22,910 1,143 99% 84% 

model_15 comb_15 23,115 1,071 99% 38% 
model_16 comb_16 21,446 2,605 98% 97% 

model_17 comb_17 20,241 2,208 98% 91% 

model_18 comb_18 19,473 2,285 98% 93% 

model_19 comb_19 19,230 3,980 98% 96% 

model_20 comb_20 24,018 1,488 99% 42% 

 

Table 7.2 demonstrates the Pre-clinical Mastitis modelling results, including the model 

name, the corresponding data combination, the healthy cluster, the pre-clinical (P) cluster, 

and the validation results of the H/P classification performance of the DNN classifier. 
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Regardless of the number of detected pre-clinical milking instances, and regardless of the 

H/P classification performance, the time series analysis has highlighted only 4 models in 

terms of suitability for early detection of pre-clinical Mastitis (as mentioned earlier in 

Chapter 5); the other 16 models have been found to detect pre-clinical instances only within 

24-48 hours before sick days start, which is considered as a late pre-clinical detection, and 

hence makes these pre-clinical clusters insignificant in terms of early detection. 

The 4 highlighted models are model_05, model_06, model_11 and model_13. These models 

were capable of detecting pre-clinical Mastitis instances within up to 6 days before sick days 

start (9 days before clinical case confirmed and treatment starts). 

 

 

Figure 7.2 Time series of model_05. The detected pre-clinical milking instances 
(yellow area) have been identified 3 days before sick days start (red area), i.e. 6 

days before clinical case confirmed and treatment starts. 

 

Figure 7.2 demonstrates the time series plot of model_05. The milking instances of pre-

clinical detected cluster have been identified 3 days before sick days start, that means 6 days 
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before clinical Mastitis treatment starts, because sick days start with 3 days padding before 

the actual treatment begins, as described in Figure 4.8. 

model_05 has detected 954 pre-clinical milking instances, with Sp of 99% and Se of 93%, the 

relatively small number of detected instances indicates that this pre-clinical cluster includes 

mostly clear examples of pre-clinical Mastitis in a late stage (nearly clinical). 

 

 

Figure 7.3 Time series of model_06. The detected pre-clinical milking instances 
(yellow area) have been identified 5 days before sick days start (red area), i.e. 8 

days before clinical case confirmed and treatment starts. 

 

model_06 has shown better performance in terms of early detection (see Figure 7.3), with 

detecting pre-clinical instances within 5 days before sick days start (8 days before actual 

treatment starts). The detected 3,565 pre-clinical milking instances include more and earlier 

pre-clinical cases, which allows more time to handle the infection in earlier stages. The 

classifier of model_06 has scored Sp of 99%, and Se of 88%. 
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Figure 7.4 Time series of model_11. The detected pre-clinical milking instances 
(yellow area) have been identified 6 days before sick days start (red area), i.e. 9 

days before clinical case confirmed and treatment starts. 

 

The earliest pre-clinical Mastitis detection was presented by model_11, as shown in 

Figure 7.4; this model has detected 4,764 pre-clinical instances within a period of 6 days 

before sick days start (9 days before actual treatment begins). 

With Sp of 99%, and Se of 84%, model_11 allows detecting pre-clinical milking instances up 

to nearly one week before confirming the diagnosis of clinical Mastitis, which gives farmers 

more time to control and manage the disease in infected cows. 
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Figure 7.5 Time series of model_13. The detected pre-clinical milking instances 
(yellow area) have been identified 5 days before sick days start (red area), i.e. 8 

days before clinical case confirmed and treatment starts. 

 

Figure 7.5 shows that model_13 has a presented a performance which is similar to the 

performance of model_06 in terms of early pre-clinical detection; model_13 has detected 

3,484 pre-clinical milking instances within 5 days before sick days start (8 days before actual 

treatment starts). model_13 has scored 99% Sp and 86% Se. 

7.6 Pre-clinical Mastitis effect on variables  

By looking up variable combinations behind the top 4 models (Table 5.1), we can see that 

electrical conductivity (n_cond), and milking duration (n_duration) –one of the new 

variables studied in this research- are common in all of the 4 combinations; comb_05, 

comb_06, comb_11 and comb_13, which signifies the role of these two variables as a strong 

indicator of early pre-clinical Mastitis. 

Other variables have shown good discriminating power in detecting pre-clinical Mastitis, 

such as n_yield_dev (milk yield deviation), n_lmi (last milking interval), and last_7d_dev (last 

7 days yield deviation), each of these variables has appeared in 2 combinations. 
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Other variables have demonstrated slight pre-clinical Mastitis discriminating power, such as 

n_mean_flow_dev (milk flow mean deviation) and n_peak_flow_dev (milk flow peak 

deviation), with each of them appearing only in one combination, which suggests that milk 

flow is slightly affected by Mastitis at the early stages of disease. 

7.7 Summary 

This chapter summarizes the different modelling layers that each model has gone through, 

including: 

 Selecting data combinations. 

 Applying dimensionality reduction. 

 Applying density based clustering. 

 Labelling corresponding multi-dimensional datasets (including clusters optimization 

and validation). 

 Building Healthy / Clinical classifier. 

 Building Healthy / Pre-clinical classifier. 

In this study, evaluation of models has been carried out using the following criteria: 

 The size of the clinical cluster. 

 The performance of the clinical DNN classifier. 

 The size of the pre-clinical cluster. 

 The performance of the pre-clinical DNN classifier. 

 Reviewing different variable combinations behind top models. 

 Locating the pre-clinical cluster along the disease timeline through time series 

analysis. 

By analysing clinical Mastitis classification results, 6 models have shown superiority 

compared to other models, they have recognized 93-99% of ground-truth clinical milking 

instances, with Sp of 99%, and Se of 97-99%. 
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By reviewing variable combinations behind the top 6 clinical models, variables can be ranked 

in descending order of the ability to discriminate clinical Mastitis from most influential to 

least influential as following: 

1. n_cond (electrical conductivity), n_duration (actual milking duration) 

2. n_yield_dev (milk yield deviation) 

3. n_lmi (last milking interval) 

4. last_7d_dev (last 7 days yield deviation), n_peak_flow_dev (milk flow peak 

deviation) 

5. n_mean_flow_dev (milk flow mean deviation) 

By analysing pre-clinical Mastitis classification results, 4 models have shown superiority 

compared to other models, as time series analysis shows that these 4 models are capable of 

detecting nearly 1,000-4,700 pre-clinical milking instances within up to 9 days before clinical 

treatment starts, with Sp of 99%, and Se of 84-93%. 

The data combinations of the top 4 pre-clinical classifiers have also shown good results in 

classifying clinical instances, which makes them good candidates to be combined together in 

one farm module, which is capable of detecting both clinical and pre-clinical cases. 

By reviewing variable combinations behind the top 4 pre-clinical models, variables can be 

ranked in descending order of the ability to discriminate pre-clinical Mastitis from most 

influential to least influential as following: 

1. n_cond (electrical conductivity), n_duration (actual milking duration) 

2. n_yield_dev (milk yield deviation), n_lmi (last milking interval), last_7d_dev (last 7 

days yield deviation) 

3. n_peak_flow_dev (milk flow peak deviation), n_mean_flow_dev (milk flow mean 

deviation) 

The next chapter discusses research contributions, and future directions for research 

following this study. 
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CHAPTER 8 Conclusions and Future Directions 

8.1 Research contributions 

This study has developed highly accurate Mastitis detection models for both clinical and pre-

clinical cases, which are capable of detecting pre-clinical Mastitis within more than a week 

before clinical diagnosis confirmed by farmers. 

Modelling was carried out using data collected from a robotic dairy farm to study the 

timeline of Mastitis, by recognizing clinical milking instances, and then finding models that 

are capable of detecting pre-clinical milking instances before clinical cases being confirmed. 

Four models have shown the ability to perform both tasks with a high level of accuracy; with 

Sp of 99% & Se of 97-99% for clinical instances, and with Sp of 99% & Se of 84-93% for pre-

clinical instances, these 4 models were able to detect pre-clinical milking instances within up 

to 9 days before clinical symptoms confirmed and treatment started by farmers. 

Semi-supervised learning has demonstrated good performance in revealing hidden clusters 

within data space, in order to find patterns that define Mastitis in the pre-clinical stage of 

the disease, and deep neural networks have shown to be remarkable in learning from the 

found pre-clinical patterns, to build classifiers which are capable of detecting both clinical 

and pre-clinical milking instances. 

This study has introduced the following contributions: 

 Extending previously used SOM Mastitis detection models, and using them to 

examine data collected from an advanced commercial robotic dairy farm, in order to 

find potential clusters within data. 

 Discovering clusters of pre-clinical Mastitis milking instances, based on defined 

clinical Mastitis milking instances, using semi-supervised learning and time series 

analysis. Semi-supervised learning was conducted in three steps to produce 20 

different versions of a fully labelled dataset based on 20 different variables 

combinations. The three steps are: 

o Applying dimensionality reduction using t-SNE algorithm to produce a two-

dimensional representation for each combination. 
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o Applying data clustering using DBSCAN to produce a clustered version of each 

of the two-dimensional representations; clustering was optimized based on 

maximizing the number of recognized clinical instances. 

o Validating the chronological order of the three clusters of each combination, 

using time series analysis, in order to confirm that for each combination, the 

pre-clinical cluster falls chronologically before clinical cluster. 

 Building, training and validating 20 different classification models using deep neural 

networks (Keras library with TensorFlow backend). The evaluation of the generated 

models has illustrated superiority of some of the generated models, in terms of: 

o Meeting ISO minimum limit of Sp (99%) and Se (80%) for Mastitis detection 

systems. This means that the generated models avoid the problem of false 

positive alerts, while maintaining a very good capability of detecting clinical 

and pre-clinical sick cases within the herd. 

o Outperforming previous models (including SOM models), with 99% Sp & 97-

99% Se for clinical cases, and 99% Sp & 84-93% Se for pre-clinical cases. 

o Allowing early pre-clinical Mastitis detection within up to 9 days before 

clinical Mastitis is diagnosed and treatment is started, as shown by the time 

series analysis of the top four models. 

 Validating the discriminating power of variables that were previously used in Mastitis 

detection modelling, such as milk electrical conductivity and milk yield, and exploring 

and utilizing variables that have not been used before in computational Mastitis 

detection, such as last milking interval and actual milking duration. The exploration 

and validation of variables have produced the following conclusions: 

o Electrical conductivity and actual milking duration are highly affected by 

Mastitis at both pre-clinical and clinical stages. 

o Milk yield and last milking interval are both good indicators for pre-clinical 

and clinical Mastitis. 

o Peak and mean values of the milk flow during milking are nearly not affected 

by Mastitis at early stages of the disease (pre-clinical), while being moderately 

affected by Mastitis at the clinical stage of the disease. 
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8.2 Future directions 

The following are the suggested future directions for research subsequent to this study: 

 Testing models obtained from this study against data collected from a pasture-based 

dairy farm. Data for this research were collected from a barn-based dairy farm, and 

testing models presented in this research against data from a pasture-based dairy 

farm allows generalizing the models, and studying any changes in model 

performance. 

 Differentiating and labelling different forms of pre-clinical Mastitis (see Table 1.1) for 

refining the classification models; this can be done by using the obtained detection 

models on a day to day basis at a similar dairy farm, and when a pre-clinical alert is 

generated, the following procedure takes place: 

o A visual check is carried out by farmers, this includes checking the udder and 

the milk, and the results are recorded via a predefined criteria. This will be 

used later in labelling that instance of milking. 

o The SCC level is measured for that cow with the pre-clinical alert, and this also 

will be used later along with the visual check in labelling that instance of 

milking. 
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APPENDIX A. Python implementation of t-SNE 

algorithm 

The following is the Python implementation source code of the algorithm “t-distributed 

Stochastic Neighbour Embedding”, which was introduced by (van der Maaten & Hinton, 

2008). For more details regarding t-SNE algorithm: 

https://lvdmaaten.github.io/tsne/ 

# Author: Alexander Fabisch -- <afabisch@informatik.uni-bremen.de> 

# Author: Christopher Moody <chrisemoody@gmail.com> 

# Author: Nick Travers <nickt@squareup.com> 

# License: BSD 3 clause (C) 2014 

from __future__ import division 

import warnings 

from time import time 

import numpy as np 

from scipy import linalg 

import scipy.sparse as sp 

from scipy.spatial.distance import pdist 

from scipy.spatial.distance import squareform 

from scipy.sparse import csr_matrix 

from ..neighbors import NearestNeighbors 

from ..base import BaseEstimator 

from ..utils import check_array 

from ..utils import check_random_state 

from ..decomposition import PCA 

from ..metrics.pairwise import pairwise_distances 

from . import _utils 

from . import _barnes_hut_tsne 

from ..externals.six import string_types 

from ..utils import deprecated 

MACHINE_EPSILON = np.finfo(np.double).eps 

def _joint_probabilities(distances, desired_perplexity, verbose): 

"""Compute joint probabilities p_ij from distances. 

Parameters 

---------- 

distances : array, shape (n_samples * (n_samples-1) / 2,) 

Distances of samples are stored as condensed matrices, i.e. 

we omit the diagonal and duplicate entries and store everything 

in a one-dimensional array. 

desired_perplexity : float 

Desired perplexity of the joint probability distributions. 

verbose : int 
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Verbosity level. 

Returns 

------- 

P : array, shape (n_samples * (n_samples-1) / 2,) 

Condensed joint probability matrix. 

""" 

# Compute conditional probabilities such that they approximately match 

# the desired perplexity 

distances = distances.astype(np.float32, copy=False) 

conditional_P = _utils._binary_search_perplexity( 

distances, None, desired_perplexity, verbose) 

P = conditional_P + conditional_P.T 

sum_P = np.maximum(np.sum(P), MACHINE_EPSILON) 

P = np.maximum(squareform(P) / sum_P, MACHINE_EPSILON) 

return P 

def _joint_probabilities_nn(distances, neighbors, desired_perplexity, verbose): 

"""Compute joint probabilities p_ij from distances using just nearest 

neighbors. 

This method is approximately equal to _joint_probabilities. The latter 

is O(N), but limiting the joint probability to nearest neighbors improves 

this substantially to O(uN). 

Parameters 

---------- 

distances : array, shape (n_samples, k) 

Distances of samples to its k nearest neighbors. 

neighbors : array, shape (n_samples, k) 

Indices of the k nearest-neighbors for each samples. 

desired_perplexity : float 

Desired perplexity of the joint probability distributions. 

verbose : int 

Verbosity level. 

Returns 

------- 

P : csr sparse matrix, shape (n_samples, n_samples) 

Condensed joint probability matrix with only nearest neighbors. 

""" 

t0 = time() 

# Compute conditional probabilities such that they approximately match 

# the desired perplexity 

n_samples, k = neighbors.shape 

distances = distances.astype(np.float32, copy=False) 

neighbors = neighbors.astype(np.int64, copy=False) 

conditional_P = _utils._binary_search_perplexity( 

distances, neighbors, desired_perplexity, verbose) 

assert np.all(np.isfinite(conditional_P)), \ 

"All probabilities should be finite" 

# Symmetrize the joint probability distribution using sparse operations 

P = csr_matrix((conditional_P.ravel(), neighbors.ravel(), 
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range(0, n_samples * k + 1, k)), 

shape=(n_samples, n_samples)) 

P = P + P.T 

# Normalize the joint probability distribution 

sum_P = np.maximum(P.sum(), MACHINE_EPSILON) 

P /= sum_P 

assert np.all(np.abs(P.data) <= 1.0) 

if verbose >= 2: 

duration = time() - t0 

print("[t-SNE] Computed conditional probabilities in {:.3f}s" 

.format(duration)) 

return P 

def _kl_divergence(params, P, degrees_of_freedom, n_samples, n_components, 

skip_num_points=0, compute_error=True): 

"""t-SNE objective function: gradient of the KL divergence 

of p_ijs and q_ijs and the absolute error. 

Parameters 

---------- 

params : array, shape (n_params,) 

Unraveled embedding. 

P : array, shape (n_samples * (n_samples-1) / 2,) 

Condensed joint probability matrix. 

degrees_of_freedom : int 

Degrees of freedom of the Student's-t distribution. 

n_samples : int 

Number of samples. 

n_components : int 

Dimension of the embedded space. 

skip_num_points : int (optional, default:0) 

This does not compute the gradient for points with indices below 

`skip_num_points`. This is useful when computing transforms of new 

data where you'd like to keep the old data fixed. 

compute_error: bool (optional, default:True) 

If False, the kl_divergence is not computed and returns NaN. 

Returns 

------- 

kl_divergence : float 

Kullback-Leibler divergence of p_ij and q_ij. 

grad : array, shape (n_params,) 

Unraveled gradient of the Kullback-Leibler divergence with respect to 

the embedding. 

""" 

X_embedded = params.reshape(n_samples, n_components) 

# Q is a heavy-tailed distribution: Student's t-distribution 

dist = pdist(X_embedded, "sqeuclidean") 

dist /= degrees_of_freedom 

dist += 1. 

dist **= (degrees_of_freedom + 1.0) / -2.0 
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Q = np.maximum(dist / (2.0 * np.sum(dist)), MACHINE_EPSILON) 

# Optimization trick below: np.dot(x, y) is faster than 

# np.sum(x * y) because it calls BLAS 

# Objective: C (Kullback-Leibler divergence of P and Q) 

if compute_error: 

kl_divergence = 2.0 * np.dot( 

P, np.log(np.maximum(P, MACHINE_EPSILON) / Q)) 

else: 

kl_divergence = np.nan 

# Gradient: dC/dY 

# pdist always returns double precision distances. Thus we need to take 

grad = np.ndarray((n_samples, n_components), dtype=params.dtype) 

PQd = squareform((P - Q) * dist) 

for i in range(skip_num_points, n_samples): 

grad[i] = np.dot(np.ravel(PQd[i], order='K'), 

X_embedded[i] - X_embedded) 

grad = grad.ravel() 

c = 2.0 * (degrees_of_freedom + 1.0) / degrees_of_freedom 

grad *= c 

return kl_divergence, grad 

def _kl_divergence_bh(params, P, degrees_of_freedom, n_samples, n_components, 

angle=0.5, skip_num_points=0, verbose=False, 

compute_error=True): 

"""t-SNE objective function: KL divergence of p_ijs and q_ijs. 

Uses Barnes-Hut tree methods to calculate the gradient that 

runs in O(NlogN) instead of O(N^2) 

Parameters 

---------- 

params : array, shape (n_params,) 

Unraveled embedding. 

P : csr sparse matrix, shape (n_samples, n_sample) 

Sparse approximate joint probability matrix, computed only for the 

k nearest-neighbors and symmetrized. 

degrees_of_freedom : int 

Degrees of freedom of the Student's-t distribution. 

n_samples : int 

Number of samples. 

n_components : int 

Dimension of the embedded space. 

angle : float (default: 0.5) 

This is the trade-off between speed and accuracy for Barnes-Hut T-SNE. 

'angle' is the angular size (referred to as theta in [3]) of a distant 

node as measured from a point. If this size is below 'angle' then it is 

used as a summary node of all points contained within it. 

This method is not very sensitive to changes in this parameter 

in the range of 0.2 - 0.8. Angle less than 0.2 has quickly increasing 

computation time and angle greater 0.8 has quickly increasing error. 

skip_num_points : int (optional, default:0) 



126 
 

This does not compute the gradient for points with indices below 

`skip_num_points`. This is useful when computing transforms of new 

data where you'd like to keep the old data fixed. 

verbose : int 

Verbosity level. 

compute_error: bool (optional, default:True) 

If False, the kl_divergence is not computed and returns NaN. 

Returns 

------- 

kl_divergence : float 

Kullback-Leibler divergence of p_ij and q_ij. 

grad : array, shape (n_params,) 

Unraveled gradient of the Kullback-Leibler divergence with respect to 

the embedding. 

""" 

params = params.astype(np.float32, copy=False) 

X_embedded = params.reshape(n_samples, n_components) 

val_P = P.data.astype(np.float32, copy=False) 

neighbors = P.indices.astype(np.int64, copy=False) 

indptr = P.indptr.astype(np.int64, copy=False) 

grad = np.zeros(X_embedded.shape, dtype=np.float32) 

error = _barnes_hut_tsne.gradient(val_P, X_embedded, neighbors, indptr, 

grad, angle, n_components, verbose, 

dof=degrees_of_freedom, 

compute_error=compute_error) 

c = 2.0 * (degrees_of_freedom + 1.0) / degrees_of_freedom 

grad = grad.ravel() 

grad *= c 

return error, grad 

def _gradient_descent(objective, p0, it, n_iter, 

n_iter_check=1, n_iter_without_progress=300, 

momentum=0.8, learning_rate=200.0, min_gain=0.01, 

min_grad_norm=1e-7, verbose=0, args=None, kwargs=None): 

"""Batch gradient descent with momentum and individual gains. 

Parameters 

---------- 

objective : function or callable 

Should return a tuple of cost and gradient for a given parameter 

vector. When expensive to compute, the cost can optionally 

be None and can be computed every n_iter_check steps using 

the objective_error function. 

p0 : array-like, shape (n_params,) 

Initial parameter vector. 

it : int 

Current number of iterations (this function will be called more than 

once during the optimization). 

n_iter : int 

Maximum number of gradient descent iterations. 
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n_iter_check : int 

Number of iterations before evaluating the global error. If the error 

is sufficiently low, we abort the optimization. 

n_iter_without_progress : int, optional (default: 300) 

Maximum number of iterations without progress before we abort the 

optimization. 

momentum : float, within (0.0, 1.0), optional (default: 0.8) 

The momentum generates a weight for previous gradients that decays 

exponentially. 

learning_rate : float, optional (default: 200.0) 

The learning rate for t-SNE is usually in the range [10.0, 1000.0]. If 

the learning rate is too high, the data may look like a 'ball' with any 

point approximately equidistant from its nearest neighbours. If the 

learning rate is too low, most points may look compressed in a dense 

cloud with few outliers. 

min_gain : float, optional (default: 0.01) 

Minimum individual gain for each parameter. 

min_grad_norm : float, optional (default: 1e-7) 

If the gradient norm is below this threshold, the optimization will 

be aborted. 

verbose : int, optional (default: 0) 

Verbosity level. 

args : sequence 

Arguments to pass to objective function. 

kwargs : dict 

Keyword arguments to pass to objective function. 

Returns 

------- 

p : array, shape (n_params,) 

Optimum parameters. 

error : float 

Optimum. 

i : int 

Last iteration. 

""" 

if args is None: 

args = [] 

if kwargs is None: 

kwargs = {} 

p = p0.copy().ravel() 

update = np.zeros_like(p) 

gains = np.ones_like(p) 

error = np.finfo(np.float).max 

best_error = np.finfo(np.float).max 

best_iter = i = it 

tic = time() 

for i in range(it, n_iter): 

check_convergence = (i + 1) % n_iter_check == 0 
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# only compute the error when needed 

kwargs['compute_error'] = check_convergence or i == n_iter - 1 

error, grad = objective(p, *args, **kwargs) 

grad_norm = linalg.norm(grad) 

inc = update * grad < 0.0 

dec = np.invert(inc) 

gains[inc] += 0.2 

gains[dec] *= 0.8 

np.clip(gains, min_gain, np.inf, out=gains) 

grad *= gains 

update = momentum * update - learning_rate * grad 

p += update 

if check_convergence: 

toc = time() 

duration = toc - tic 

tic = toc 

if verbose >= 2: 

print("[t-SNE] Iteration %d: error = %.7f," 

" gradient norm = %.7f" 

" (%s iterations in %0.3fs)" 

% (i + 1, error, grad_norm, n_iter_check, duration)) 

if error < best_error: 

best_error = error 

best_iter = i 

elif i - best_iter > n_iter_without_progress: 

if verbose >= 2: 

print("[t-SNE] Iteration %d: did not make any progress " 

"during the last %d episodes. Finished." 

% (i + 1, n_iter_without_progress)) 

break 

if grad_norm <= min_grad_norm: 

if verbose >= 2: 

print("[t-SNE] Iteration %d: gradient norm %f. Finished." 

% (i + 1, grad_norm)) 

break 

return p, error, i 

def trustworthiness(X, X_embedded, n_neighbors=5, 

precomputed=False, metric='euclidean'): 

r"""Expresses to what extent the local structure is retained. 

The trustworthiness is within [0, 1]. It is defined as 

.. math:: 

T(k) = 1 - \frac{2}{nk (2n - 3k - 1)} \sum^n_{i=1} 

\sum_{j \in \mathcal{N}_{i}^{k}} \max(0, (r(i, j) - k)) 

where for each sample i, :math:`\mathcal{N}_{i}^{k}` are its k nearest 

neighbors in the output space, and every sample j is its :math:`r(i, j)`-th 

nearest neighbor in the input space. In other words, any unexpected nearest 

neighbors in the output space are penalised in proportion to their rank in 

the input space. 
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* "Neighborhood Preservation in Nonlinear Projection Methods: An 

Experimental Study" 

J. Venna, S. Kaski 

* "Learning a Parametric Embedding by Preserving Local Structure" 

L.J.P. van der Maaten 

Parameters 

---------- 

X : array, shape (n_samples, n_features) or (n_samples, n_samples) 

If the metric is 'precomputed' X must be a square distance 

matrix. Otherwise it contains a sample per row. 

X_embedded : array, shape (n_samples, n_components) 

Embedding of the training data in low-dimensional space. 

n_neighbors : int, optional (default: 5) 

Number of neighbors k that will be considered. 

precomputed : bool, optional (default: False) 

Set this flag if X is a precomputed square distance matrix. 

..deprecated:: 0.20 

``precomputed`` has been deprecated in version 0.20 and will be 

removed in version 0.22. Use ``metric`` instead. 

metric : string, or callable, optional, default 'euclidean' 

Which metric to use for computing pairwise distances between samples 

from the original input space. If metric is 'precomputed', X must be a 

matrix of pairwise distances or squared distances. Otherwise, see the 

documentation of argument metric in sklearn.pairwise.pairwise_distances 

for a list of available metrics. 

Returns 

------- 

trustworthiness : float 

Trustworthiness of the low-dimensional embedding. 

""" 

if precomputed: 

warnings.warn("The flag 'precomputed' has been deprecated in version " 

"0.20 and will be removed in 0.22. See 'metric' " 

"parameter instead.", DeprecationWarning) 

metric = 'precomputed' 

dist_X = pairwise_distances(X, metric=metric) 

ind_X = np.argsort(dist_X, axis=1) 

ind_X_embedded = NearestNeighbors(n_neighbors).fit(X_embedded).kneighbors( 

return_distance=False) 

n_samples = X.shape[0] 

t = 0.0 

ranks = np.zeros(n_neighbors) 

for i in range(n_samples): 

for j in range(n_neighbors): 

ranks[j] = np.where(ind_X[i] == ind_X_embedded[i, j])[0][0] 

ranks -= n_neighbors 

t += np.sum(ranks[ranks > 0]) 

t = 1.0 - t * (2.0 / (n_samples * n_neighbors * 
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(2.0 * n_samples - 3.0 * n_neighbors - 1.0))) 

return t 

class TSNE(BaseEstimator): 

"""t-distributed Stochastic Neighbor Embedding. 

t-SNE [1] is a tool to visualize high-dimensional data. It converts 

similarities between data points to joint probabilities and tries 

to minimize the Kullback-Leibler divergence between the joint 

probabilities of the low-dimensional embedding and the 

high-dimensional data. t-SNE has a cost function that is not convex, 

i.e. with different initializations we can get different results. 

It is highly recommended to use another dimensionality reduction 

method (e.g. PCA for dense data or TruncatedSVD for sparse data) 

to reduce the number of dimensions to a reasonable amount (e.g. 50) 

if the number of features is very high. This will suppress some 

noise and speed up the computation of pairwise distances between 

samples. For more tips see Laurens van der Maaten's FAQ [2]. 

Read more in the :ref:`User Guide <t_sne>`. 

Parameters 

---------- 

n_components : int, optional (default: 2) 

Dimension of the embedded space. 

perplexity : float, optional (default: 30) 

The perplexity is related to the number of nearest neighbors that 

is used in other manifold learning algorithms. Larger datasets 

usually require a larger perplexity. Consider selecting a value 

between 5 and 50. The choice is not extremely critical since t-SNE 

is quite insensitive to this parameter. 

early_exaggeration : float, optional (default: 12.0) 

Controls how tight natural clusters in the original space are in 

the embedded space and how much space will be between them. For 

larger values, the space between natural clusters will be larger 

in the embedded space. Again, the choice of this parameter is not 

very critical. If the cost function increases during initial 

optimization, the early exaggeration factor or the learning rate 

might be too high. 

learning_rate : float, optional (default: 200.0) 

The learning rate for t-SNE is usually in the range [10.0, 1000.0]. If 

the learning rate is too high, the data may look like a 'ball' with any 

point approximately equidistant from its nearest neighbours. If the 

learning rate is too low, most points may look compressed in a dense 

cloud with few outliers. If the cost function gets stuck in a bad local 

minimum increasing the learning rate may help. 

n_iter : int, optional (default: 1000) 

Maximum number of iterations for the optimization. Should be at 

least 250. 

n_iter_without_progress : int, optional (default: 300) 

Maximum number of iterations without progress before we abort the 

optimization, used after 250 initial iterations with early 
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exaggeration. Note that progress is only checked every 50 iterations so 

this value is rounded to the next multiple of 50. 

.. versionadded:: 0.17 

parameter *n_iter_without_progress* to control stopping criteria. 

min_grad_norm : float, optional (default: 1e-7) 

If the gradient norm is below this threshold, the optimization will 

be stopped. 

metric : string or callable, optional 

The metric to use when calculating distance between instances in a 

feature array. If metric is a string, it must be one of the options 

allowed by scipy.spatial.distance.pdist for its metric parameter, or 

a metric listed in pairwise.PAIRWISE_DISTANCE_FUNCTIONS. 

If metric is "precomputed", X is assumed to be a distance matrix. 

Alternatively, if metric is a callable function, it is called on each 

pair of instances (rows) and the resulting value recorded. The callable 

should take two arrays from X as input and return a value indicating 

the distance between them. The default is "euclidean" which is 

interpreted as squared euclidean distance. 

init : string or numpy array, optional (default: "random") 

Initialization of embedding. Possible options are 'random', 'pca', 

and a numpy array of shape (n_samples, n_components). 

PCA initialization cannot be used with precomputed distances and is 

usually more globally stable than random initialization. 

verbose : int, optional (default: 0) 

Verbosity level. 

random_state : int, RandomState instance or None, optional (default: None) 

If int, random_state is the seed used by the random number generator; 

If RandomState instance, random_state is the random number generator; 

If None, the random number generator is the RandomState instance used 

by `np.random`. Note that different initializations might result in 

different local minima of the cost function. 

method : string (default: 'barnes_hut') 

By default the gradient calculation algorithm uses Barnes-Hut 

approximation running in O(NlogN) time. method='exact' 

will run on the slower, but exact, algorithm in O(N^2) time. The 

exact algorithm should be used when nearest-neighbor errors need 

to be better than 3%. However, the exact method cannot scale to 

millions of examples. 

.. versionadded:: 0.17 

Approximate optimization *method* via the Barnes-Hut. 

angle : float (default: 0.5) 

Only used if method='barnes_hut' 

This is the trade-off between speed and accuracy for Barnes-Hut T-SNE. 

'angle' is the angular size (referred to as theta in [3]) of a distant 

node as measured from a point. If this size is below 'angle' then it is 

used as a summary node of all points contained within it. 

This method is not very sensitive to changes in this parameter 

in the range of 0.2 - 0.8. Angle less than 0.2 has quickly increasing 
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computation time and angle greater 0.8 has quickly increasing error. 

Attributes 

---------- 

embedding_ : array-like, shape (n_samples, n_components) 

Stores the embedding vectors. 

kl_divergence_ : float 

Kullback-Leibler divergence after optimization. 

n_iter_ : int 

Number of iterations run. 

Examples 

-------- 

>>> import numpy as np 

>>> from sklearn.manifold import TSNE 

>>> X = np.array([[0, 0, 0], [0, 1, 1], [1, 0, 1], [1, 1, 1]]) 

>>> X_embedded = TSNE(n_components=2).fit_transform(X) 

>>> X_embedded.shape 

(4, 2) 

References 

---------- 

[1] van der Maaten, L.J.P.; Hinton, G.E. Visualizing High-Dimensional Data 

Using t-SNE. Journal of Machine Learning Research 9:2579-2605, 2008. 

[2] van der Maaten, L.J.P. t-Distributed Stochastic Neighbor Embedding 

https://lvdmaaten.github.io/tsne/ 

[3] L.J.P. van der Maaten. Accelerating t-SNE using Tree-Based Algorithms. 

Journal of Machine Learning Research 15(Oct):3221-3245, 2014. 

http://lvdmaaten.github.io/publications/papers/JMLR_2014.pdf 

""" 

# Control the number of exploration iterations with early_exaggeration on 

_EXPLORATION_N_ITER = 250 

# Control the number of iterations between progress checks 

_N_ITER_CHECK = 50 

def __init__(self, n_components=2, perplexity=30.0, 

early_exaggeration=12.0, learning_rate=200.0, n_iter=1000, 

n_iter_without_progress=300, min_grad_norm=1e-7, 

metric="euclidean", init="random", verbose=0, 

random_state=None, method='barnes_hut', angle=0.5): 

self.n_components = n_components 

self.perplexity = perplexity 

self.early_exaggeration = early_exaggeration 

self.learning_rate = learning_rate 

self.n_iter = n_iter 

self.n_iter_without_progress = n_iter_without_progress 

self.min_grad_norm = min_grad_norm 

self.metric = metric 

self.init = init 

self.verbose = verbose 

self.random_state = random_state 

self.method = method 
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self.angle = angle 

def _fit(self, X, skip_num_points=0): 

"""Fit the model using X as training data. 

Note that sparse arrays can only be handled by method='exact'. 

It is recommended that you convert your sparse array to dense 

(e.g. `X.toarray()`) if it fits in memory, or otherwise using a 

dimensionality reduction technique (e.g. TruncatedSVD). 

Parameters 

---------- 

X : array, shape (n_samples, n_features) or (n_samples, n_samples) 

If the metric is 'precomputed' X must be a square distance 

matrix. Otherwise it contains a sample per row. Note that this 

when method='barnes_hut', X cannot be a sparse array and if need be 

will be converted to a 32 bit float array. Method='exact' allows 

sparse arrays and 64bit floating point inputs. 

skip_num_points : int (optional, default:0) 

This does not compute the gradient for points with indices below 

`skip_num_points`. This is useful when computing transforms of new 

data where you'd like to keep the old data fixed. 

""" 

if self.method not in ['barnes_hut', 'exact']: 

raise ValueError("'method' must be 'barnes_hut' or 'exact'") 

if self.angle < 0.0 or self.angle > 1.0: 

raise ValueError("'angle' must be between 0.0 - 1.0") 

if self.metric == "precomputed": 

if isinstance(self.init, string_types) and self.init == 'pca': 

raise ValueError("The parameter init=\"pca\" cannot be " 

"used with metric=\"precomputed\".") 

if X.shape[0] != X.shape[1]: 

raise ValueError("X should be a square distance matrix") 

if np.any(X < 0): 

raise ValueError("All distances should be positive, the " 

"precomputed distances given as X is not " 

"correct") 

if self.method == 'barnes_hut' and sp.issparse(X): 

raise TypeError('A sparse matrix was passed, but dense ' 

'data is required for method="barnes_hut". Use ' 

'X.toarray() to convert to a dense numpy array if ' 

'the array is small enough for it to fit in ' 

'memory. Otherwise consider dimensionality ' 

'reduction techniques (e.g. TruncatedSVD)') 

if self.method == 'barnes_hut': 

X = check_array(X, ensure_min_samples=2, 

dtype=[np.float32, np.float64]) 

else:X = check_array(X, accept_sparse=['csr', 'csc', 'coo'], 

dtype=[np.float32, np.float64]) 

if self.method == 'barnes_hut' and self.n_components > 3: 

raise ValueError("'n_components' should be inferior to 4 for the " 
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"barnes_hut algorithm as it relies on " 

"quad-tree or oct-tree.") 

random_state = check_random_state(self.random_state) 

if self.early_exaggeration < 1.0: 

raise ValueError("early_exaggeration must be at least 1, but is {}" 

.format(self.early_exaggeration)) 

if self.n_iter < 250: 

raise ValueError("n_iter should be at least 250") 

n_samples = X.shape[0] 

neighbors_nn = None 

if self.method == "exact": 

# Retrieve the distance matrix, either using the precomputed one or 

# computing it. 

if self.metric == "precomputed": 

distances = X 

else: 

if self.verbose: 

print("[t-SNE] Computing pairwise distances...") 

if self.metric == "euclidean": 

distances = pairwise_distances(X, metric=self.metric, 

squared=True) 

else: 

distances = pairwise_distances(X, metric=self.metric) 

if np.any(distances < 0): 

raise ValueError("All distances should be positive, the " 

"metric given is not correct") 

# compute the joint probability distribution for the input space 

P = _joint_probabilities(distances, self.perplexity, self.verbose) 

assert np.all(np.isfinite(P)), "All probabilities should be finite" 

assert np.all(P >= 0), "All probabilities should be non-negative" 

assert np.all(P <= 1), ("All probabilities should be less " 

"or then equal to one") 

else:# 

Cpmpute the number of nearest neighbors to find. 

# LvdM uses 3 * perplexity as the number of neighbors. 

# In the event that we have very small # of points 

# set the neighbors to n - 1. 

k = min(n_samples - 1, int(3. * self.perplexity + 1)) 

if self.verbose: 

print("[t-SNE] Computing {} nearest neighbors...".format(k)) 

# Find the nearest neighbors for every point 

knn = NearestNeighbors(algorithm='auto', n_neighbors=k, 

metric=self.metric) 

t0 = time() 

knn.fit(X) 

duration = time() - t0 

if self.verbose: 

print("[t-SNE] Indexed {} samples in {:.3f}s...".format( 
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n_samples, duration)) 

t0 = time() 

distances_nn, neighbors_nn = knn.kneighbors( 

None, n_neighbors=k) 

duration = time() - t0 

if self.verbose: 

print("[t-SNE] Computed neighbors for {} samples in {:.3f}s..." 

.format(n_samples, duration)) 

# Free the memory used by the ball_tree 

del knn 

if self.metric == "euclidean": 

# knn return the euclidean distance but we need it squared 

# to be consistent with the 'exact' method. Note that the 

# the method was derived using the euclidean method as in the 

# input space. Not sure of the implication of using a different 

# metric. 

distances_nn **= 2 

# compute the joint probability distribution for the input space 

P = _joint_probabilities_nn(distances_nn, neighbors_nn, 

self.perplexity, self.verbose) 

if isinstance(self.init, np.ndarray): 

X_embedded = self.init 

elif self.init == 'pca': 

pca = PCA(n_components=self.n_components, svd_solver='randomized', 

random_state=random_state) 

X_embedded = pca.fit_transform(X).astype(np.float32, copy=False) 

elif self.init == 'random': 

# The embedding is initialized with iid samples from Gaussians with 

# standard deviation 1e-4. 

X_embedded = 1e-4 * random_state.randn( 

n_samples, self.n_components).astype(np.float32) 

else: 

raise ValueError("'init' must be 'pca', 'random', or " 

"a numpy array") 

# Degrees of freedom of the Student's t-distribution. The suggestion 

# degrees_of_freedom = n_components - 1 comes from 

# "Learning a Parametric Embedding by Preserving Local Structure" 

# Laurens van der Maaten, 2009. 

degrees_of_freedom = max(self.n_components - 1, 1) 

return self._tsne(P, degrees_of_freedom, n_samples, 

X_embedded=X_embedded, 

neighbors=neighbors_nn, 

skip_num_points=skip_num_points) 

@property 

@deprecated("Attribute n_iter_final was deprecated in version 0.19 and " 

"will be removed in 0.21. Use ``n_iter_`` instead") 

def n_iter_final(self): 

return self.n_iter_ 
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def _tsne(self, P, degrees_of_freedom, n_samples, X_embedded, 

neighbors=None, skip_num_points=0): 

"""Runs t-SNE.""" 

# t-SNE minimizes the Kullback-Leiber divergence of the Gaussians P 

# and the Student's t-distributions Q. The optimization algorithm that 

# we use is batch gradient descent with two stages: 

# * initial optimization with early exaggeration and momentum at 0.5 

# * final optimization with momentum at 0.8 

params = X_embedded.ravel() 

opt_args = { 

"it": 0, 

"n_iter_check": self._N_ITER_CHECK, 

"min_grad_norm": self.min_grad_norm, 

"learning_rate": self.learning_rate, 

"verbose": self.verbose, 

"kwargs": dict(skip_num_points=skip_num_points), 

"args": [P, degrees_of_freedom, n_samples, self.n_components], 

"n_iter_without_progress": self._EXPLORATION_N_ITER, 

"n_iter": self._EXPLORATION_N_ITER, 

"momentum": 0.5, 

} 

if self.method == 'barnes_hut': 

obj_func = _kl_divergence_bh 

opt_args['kwargs']['angle'] = self.angle 

# Repeat verbose argument for _kl_divergence_bh 

opt_args['kwargs']['verbose'] = self.verbose 

else: 

obj_func = _kl_divergence 

# Learning schedule (part 1): do 250 iteration with lower momentum but 

# higher learning rate controlled via the early exageration parameter 

P *= self.early_exaggeration 

params, kl_divergence, it = _gradient_descent(obj_func, params, 

**opt_args) 

if self.verbose: 

print("[t-SNE] KL divergence after %d iterations with early " 

"exaggeration: %f" % (it + 1, kl_divergence)) 

# Learning schedule (part 2): disable early exaggeration and finish 

# optimization with a higher momentum at 0.8 

P /= self.early_exaggeration 

remaining = self.n_iter - self._EXPLORATION_N_ITER 

if it < self._EXPLORATION_N_ITER or remaining > 0: 

opt_args['n_iter'] = self.n_iter 

opt_args['it'] = it + 1 

opt_args['momentum'] = 0.8 

opt_args['n_iter_without_progress'] = self.n_iter_without_progress 

params, kl_divergence, it = _gradient_descent(obj_func, params, 

**opt_args) 

# Save the final number of iterations 
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self.n_iter_ = it 

if self.verbose: 

print("[t-SNE] KL divergence after %d iterations: %f" 

% (it + 1, kl_divergence)) 

X_embedded = params.reshape(n_samples, self.n_components) 

self.kl_divergence_ = kl_divergence 

return X_embedded 

def fit_transform(self, X, y=None): 

"""Fit X into an embedded space and return that transformed 

output. 

Parameters 

---------- 

X : array, shape (n_samples, n_features) or (n_samples, n_samples) 

If the metric is 'precomputed' X must be a square distance 

matrix. Otherwise it contains a sample per row. 

y : Ignored 

Returns 

------- 

X_new : array, shape (n_samples, n_components) 

Embedding of the training data in low-dimensional space. 

""" 

embedding = self._fit(X) 

self.embedding_ = embedding 

return self.embedding_ 

def fit(self, X, y=None): 

"""Fit X into an embedded space. 

Parameters 

---------- 

X : array, shape (n_samples, n_features) or (n_samples, n_samples) 

If the metric is 'precomputed' X must be a square distance 

matrix. Otherwise it contains a sample per row. If the method 

is 'exact', X may be a sparse matrix of type 'csr', 'csc' 

or 'coo'. 

y : Ignored 

""" 

self.fit_transform(X) 

return self 
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APPENDIX B. Python implementation of DBSCAN 

algorithm 

The following is the Python implementation source code of the algorithm “Density-Based 

Spatial Clustering of Applications with Noise”, which was introduced by (Ester et al., 1996). 

For more details regarding DBSCAN algorithm: 

https://en.wikipedia.org/wiki/DBSCAN 

""" 

DBSCAN: Density-Based Spatial Clustering of Applications with Noise 

""" 

# Author: Robert Layton <robertlayton@gmail.com> 

# Joel Nothman <joel.nothman@gmail.com> 

# Lars Buitinck 

## 

License: BSD 3 clause 

import numpy as np 

from scipy import sparse 

from ..base import BaseEstimator, ClusterMixin 

from ..utils import check_array, check_consistent_length 

from ..neighbors import NearestNeighbors 

from ._dbscan_inner import dbscan_inner 

def dbscan(X, eps=0.5, min_samples=5, metric='minkowski', metric_params=None, 

algorithm='auto', leaf_size=30, p=2, sample_weight=None, n_jobs=1): 

"""Perform DBSCAN clustering from vector array or distance matrix. 

Read more in the :ref:`User Guide <dbscan>`. 

Parameters 

---------- 

X : array or sparse (CSR) matrix of shape (n_samples, n_features), or \ 

array of shape (n_samples, n_samples) 

A feature array, or array of distances between samples if 

``metric='precomputed'``. 

eps : float, optional 

The maximum distance between two samples for them to be considered 

as in the same neighborhood. 

min_samples : int, optional 

The number of samples (or total weight) in a neighborhood for a point 

to be considered as a core point. This includes the point itself. 

metric : string, or callable 

The metric to use when calculating distance between instances in a 

feature array. If metric is a string or callable, it must be one of 

the options allowed by metrics.pairwise.pairwise_distances for its 

metric parameter. 
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If metric is "precomputed", X is assumed to be a distance matrix and 

must be square. X may be a sparse matrix, in which case only "nonzero" 

elements may be considered neighbors for DBSCAN. 

metric_params : dict, optional 

Additional keyword arguments for the metric function. 

.. versionadded:: 0.19 

algorithm : {'auto', 'ball_tree', 'kd_tree', 'brute'}, optional 

The algorithm to be used by the NearestNeighbors module 

to compute pointwise distances and find nearest neighbors. 

See NearestNeighbors module documentation for details. 

leaf_size : int, optional (default = 30) 

Leaf size passed to BallTree or cKDTree. This can affect the speed 

of the construction and query, as well as the memory required 

to store the tree. The optimal value depends 

on the nature of the problem. 

p : float, optional 

The power of the Minkowski metric to be used to calculate distance 

between points. 

sample_weight : array, shape (n_samples,), optional 

Weight of each sample, such that a sample with a weight of at least 

``min_samples`` is by itself a core sample; a sample with negative 

weight may inhibit its eps-neighbor from being core. 

Note that weights are absolute, and default to 1. 

n_jobs : int, optional (default = 1) 

The number of parallel jobs to run for neighbors search. 

If ``-1``, then the number of jobs is set to the number of CPU cores. 

Returns 

------- 

core_samples : array [n_core_samples] 

Indices of core samples. 

labels : array [n_samples] 

Cluster labels for each point. Noisy samples are given the label -1. 

Notes 

----- 

For an example, see :ref:`examples/cluster/plot_dbscan.py 

<sphx_glr_auto_examples_cluster_plot_dbscan.py>`. 

This implementation bulk-computes all neighborhood queries, which increases 

the memory complexity to O(n.d) where d is the average number of neighbors, 

while original DBSCAN had memory complexity O(n). 

Sparse neighborhoods can be precomputed using 

:func:`NearestNeighbors.radius_neighbors_graph 

<sklearn.neighbors.NearestNeighbors.radius_neighbors_graph>` 

with ``mode='distance'``. 

References 

---------- 

Ester, M., H. P. Kriegel, J. Sander, and X. Xu, "A Density-Based 

Algorithm for Discovering Clusters in Large Spatial Databases with Noise". 

In: Proceedings of the 2nd International Conference on Knowledge Discovery 
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and Data Mining, Portland, OR, AAAI Press, pp. 226-231. 1996 

""" 

if not eps > 0.0: 

raise ValueError("eps must be positive.") 

X = check_array(X, accept_sparse='csr') 

if sample_weight is not None: 

sample_weight = np.asarray(sample_weight) 

check_consistent_length(X, sample_weight) 

# Calculate neighborhood for all samples. This leaves the original point 

# in, which needs to be considered later (i.e. point i is in the 

# neighborhood of point i. While True, its useless information) 

if metric == 'precomputed' and sparse.issparse(X): 

neighborhoods = np.empty(X.shape[0], dtype=object) 

X.sum_duplicates() # XXX: modifies X's internals in-place 

X_mask = X.data <= eps 

masked_indices = X.indices.astype(np.intp, copy=False)[X_mask] 

masked_indptr = np.concatenate(([0], np.cumsum(X_mask)))[X.indptr[1:]] 

# insert the diagonal: a point is its own neighbor, but 0 distance 

# means absence from sparse matrix data 

masked_indices = np.insert(masked_indices, masked_indptr, 

np.arange(X.shape[0])) 

masked_indptr = masked_indptr[:-1] + np.arange(1, X.shape[0]) 

# split into rows 

neighborhoods[:] = np.split(masked_indices, masked_indptr) 

else: 

neighbors_model = NearestNeighbors(radius=eps, algorithm=algorithm, 

leaf_size=leaf_size, 

metric=metric, 

metric_params=metric_params, p=p, 

n_jobs=n_jobs) 

neighbors_model.fit(X) 

# This has worst case O(n^2) memory complexity 

neighborhoods = neighbors_model.radius_neighbors(X, eps, 

return_distance=False) 

if sample_weight is None: 

n_neighbors = np.array([len(neighbors) 

for neighbors in neighborhoods]) 

else: 

n_neighbors = np.array([np.sum(sample_weight[neighbors]) 

for neighbors in neighborhoods]) 

# Initially, all samples are noise. 

labels = -np.ones(X.shape[0], dtype=np.intp) 

# A list of all core samples found. 

core_samples = np.asarray(n_neighbors >= min_samples, dtype=np.uint8) 

dbscan_inner(core_samples, neighborhoods, labels) 

return np.where(core_samples)[0], labels 

class DBSCAN(BaseEstimator, ClusterMixin): 

"""Perform DBSCAN clustering from vector array or distance matrix. 



141 
 

DBSCAN - Density-Based Spatial Clustering of Applications with Noise. 

Finds core samples of high density and expands clusters from them. 

Good for data which contains clusters of similar density. 

Read more in the :ref:`User Guide <dbscan>`. 

Parameters 

---------- 

eps : float, optional 

The maximum distance between two samples for them to be considered 

as in the same neighborhood. 

min_samples : int, optional 

The number of samples (or total weight) in a neighborhood for a point 

to be considered as a core point. This includes the point itself. 

metric : string, or callable 

The metric to use when calculating distance between instances in a 

feature array. If metric is a string or callable, it must be one of 

the options allowed by metrics.pairwise.calculate_distance for its 

metric parameter. 

If metric is "precomputed", X is assumed to be a distance matrix and 

must be square. X may be a sparse matrix, in which case only "nonzero" 

elements may be considered neighbors for DBSCAN. 

.. versionadded:: 0.17 

metric *precomputed* to accept precomputed sparse matrix. 

metric_params : dict, optional 

Additional keyword arguments for the metric function. 

.. versionadded:: 0.19 

algorithm : {'auto', 'ball_tree', 'kd_tree', 'brute'}, optional 

The algorithm to be used by the NearestNeighbors module 

to compute pointwise distances and find nearest neighbors. 

See NearestNeighbors module documentation for details. 

leaf_size : int, optional (default = 30) 

Leaf size passed to BallTree or cKDTree. This can affect the speed 

of the construction and query, as well as the memory required 

to store the tree. The optimal value depends 

on the nature of the problem. 

p : float, optional 

The power of the Minkowski metric to be used to calculate distance 

between points. 

n_jobs : int, optional (default = 1) 

The number of parallel jobs to run. 

If ``-1``, then the number of jobs is set to the number of CPU cores. 

Attributes 

---------- 

core_sample_indices_ : array, shape = [n_core_samples] 

Indices of core samples. 

components_ : array, shape = [n_core_samples, n_features] 

Copy of each core sample found by training. 

labels_ : array, shape = [n_samples] 

Cluster labels for each point in the dataset given to fit(). 
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Noisy samples are given the label -1. 

Notes 

----- 

For an example, see :ref:`examples/cluster/plot_dbscan.py 

<sphx_glr_auto_examples_cluster_plot_dbscan.py>`. 

This implementation bulk-computes all neighborhood queries, which increases 

the memory complexity to O(n.d) where d is the average number of neighbors, 

while original DBSCAN had memory complexity O(n). 

Sparse neighborhoods can be precomputed using 

:func:`NearestNeighbors.radius_neighbors_graph 

<sklearn.neighbors.NearestNeighbors.radius_neighbors_graph>` 

with ``mode='distance'``. 

References 

---------- 

Ester, M., H. P. Kriegel, J. Sander, and X. Xu, "A Density-Based 

Algorithm for Discovering Clusters in Large Spatial Databases with Noise". 

In: Proceedings of the 2nd International Conference on Knowledge Discovery 

and Data Mining, Portland, OR, AAAI Press, pp. 226-231. 1996 

""" 

def __init__(self, eps=0.5, min_samples=5, metric='euclidean', 

metric_params=None, algorithm='auto', leaf_size=30, p=None, 

n_jobs=1): 

self.eps = eps 

self.min_samples = min_samples 

self.metric = metric 

self.metric_params = metric_params 

self.algorithm = algorithm 

self.leaf_size = leaf_size 

self.p = p 

self.n_jobs = n_jobs 

def fit(self, X, y=None, sample_weight=None): 

"""Perform DBSCAN clustering from features or distance matrix. 

Parameters 

---------- 

X : array or sparse (CSR) matrix of shape (n_samples, n_features), or \ 

array of shape (n_samples, n_samples) 

A feature array, or array of distances between samples if 

``metric='precomputed'``. 

sample_weight : array, shape (n_samples,), optional 

Weight of each sample, such that a sample with a weight of at least 

``min_samples`` is by itself a core sample; a sample with negative 

weight may inhibit its eps-neighbor from being core. 

Note that weights are absolute, and default to 1. 

y : Ignored 

""" 

X = check_array(X, accept_sparse='csr') 

clust = dbscan(X, sample_weight=sample_weight, 

**self.get_params()) 
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self.core_sample_indices_, self.labels_ = clust 

if len(self.core_sample_indices_): 

# fix for scipy sparse indexing issue 

self.components_ = X[self.core_sample_indices_].copy() 

else:# 

no core samples 

self.components_ = np.empty((0, X.shape[1])) 

return self 

def fit_predict(self, X, y=None, sample_weight=None): 

"""Performs clustering on X and returns cluster labels. 

Parameters 

---------- 

X : array or sparse (CSR) matrix of shape (n_samples, n_features), or \ 

array of shape (n_samples, n_samples) 

A feature array, or array of distances between samples if 

``metric='precomputed'``. 

sample_weight : array, shape (n_samples,), optional 

Weight of each sample, such that a sample with a weight of at least 

``min_samples`` is by itself a core sample; a sample with negative 

weight may inhibit its eps-neighbor from being core. 

Note that weights are absolute, and default to 1. 

y : Ignored 

Returns 

------- 

y : ndarray, shape (n_samples,) 

cluster labels 

""" 

self.fit(X, sample_weight=sample_weight) 

return self.labels_ 
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APPENDIX C. Keras API 

C.1 Keras model constructor 

 

"""Model-related utilities. 

""" 

from __future__ import absolute_import 

from __future__ import division 

from __future__ import print_function 

from . import backend as K 

from .utils.generic_utils import has_arg 

from .utils.generic_utils import to_list 

from .engine.input_layer import Input 

from .engine.input_layer import InputLayer 

from .engine.training import Model 

from .engine.sequential import Sequential 

from .engine.saving import save_model 

from .engine.saving import load_model 

from .engine.saving import model_from_config 

from .engine.saving import model_from_yaml 

from .engine.saving import model_from_json 

try: 

import h5py 

except ImportError: 

h5py = None 

def _clone_functional_model(model, input_tensors=None): 

"""Clone a functional `Model` instance. 

Model cloning is similar to calling a model on new inputs, 

except that it creates new layers (and thus new weights) instead 

of sharing the weights of the existing layers. 

# Arguments 

model: Instance of `Model`. 

input_tensors: optional list of input tensors 

to build the model upon. If not provided, 

placeholders will be created. 

# Returns 

An instance of `Model` reproducing the behavior 

of the original model, on top of new inputs tensors, 

using newly instantiated weights. 

# Raises 

ValueError: in case of invalid `model` argument value. 

""" 

if not isinstance(model, Model): 

raise ValueError('Expected `model` argument ' 
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'to be a `Model` instance, got ', model) 

if isinstance(model, Sequential): 

raise ValueError('Expected `model` argument ' 

'to be a functional `Model` instance, ' 

'got a `Sequential` instance instead:', model) 

layer_map = {} # Cache for created layers. 

tensor_map = {} # Map {reference_tensor: (corresponding_tensor, mask)} 

if input_tensors is None: 

# Create placeholders to build the model on top of. 

input_layers = [] 

input_tensors = [] 

for layer in model._input_layers: 

input_tensor = Input(batch_shape=layer.batch_input_shape, 

dtype=layer.dtype, 

sparse=layer.sparse, 

name=layer.name) 

input_tensors.append(input_tensor) 

# Cache newly created input layer. 

newly_created_input_layer = input_tensor._keras_history[0] 

layer_map[layer] = newly_created_input_layer 

for _original, _cloned in zip(model._input_layers, input_layers): 

layer_map[_original] = _cloned 

else:# 

Make sure that all input tensors come from a Keras layer. 

# If tensor comes from an input layer: cache the input layer. 

input_tensors = to_list(input_tensors) 

_input_tensors = [] 

for i, x in enumerate(input_tensors): 

if not K.is_keras_tensor(x): 

name = model._input_layers[i].name 

input_tensor = Input(tensor=x, 

name='input_wrapper_for_' + name) 

_input_tensors.append(input_tensor) 

# Cache newly created input layer. 

original_input_layer = x._keras_history[0] 

newly_created_input_layer = input_tensor._keras_history[0] 

layer_map[original_input_layer] = newly_created_input_layer 

else: 

_input_tensors.append(x) 

input_tensors = _input_tensors 

for x, y in zip(model.inputs, input_tensors): 

tensor_map[x] = (y, None) # tensor, mask 

# Iterated over every node in the reference model, in depth order. 

depth_keys = list(model._nodes_by_depth.keys()) 

depth_keys.sort(reverse=True) 

for depth in depth_keys: 

nodes = model._nodes_by_depth[depth] 

for node in nodes: 
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# Recover the corresponding layer. 

layer = node.outbound_layer 

# Get or create layer. 

if layer not in layer_map: 

# Clone layer. 

new_layer = layer.__class__.from_config(layer.get_config()) 

layer_map[layer] = new_layer 

layer = new_layer 

else:# 

Reuse previously cloned layer. 

layer = layer_map[layer] 

# Don't call InputLayer multiple times. 

if isinstance(layer, InputLayer): 

continue 

# Gather inputs to call the new layer. 

reference_input_tensors = node.input_tensors 

reference_output_tensors = node.output_tensors 

# If all previous input tensors are available in tensor_map, 

# then call node.inbound_layer on them. 

computed_data = [] # List of tuples (input, mask). 

for x in reference_input_tensors: 

if x in tensor_map: 

computed_data.append(tensor_map[x]) 

if len(computed_data) == len(reference_input_tensors): 

# Call layer. 

if node.arguments: 

kwargs = node.arguments 

else: 

kwargs = {} 

if len(computed_data) == 1: 

computed_tensor, computed_mask = computed_data[0] 

if has_arg(layer.call, 'mask'): 

if 'mask' not in kwargs: 

kwargs['mask'] = computed_mask 

output_tensors = to_list( 

layer(computed_tensor, **kwargs)) 

output_masks = to_list( 

layer.compute_mask(computed_tensor, 

computed_mask)) 

computed_tensors = [computed_tensor] 

computed_masks = [computed_mask] 

else: 

computed_tensors = [x[0] for x in computed_data] 

computed_masks = [x[1] for x in computed_data] 

if has_arg(layer.call, 'mask'): 

if 'mask' not in kwargs: 

kwargs['mask'] = computed_masks 

output_tensors = to_list( 
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layer(computed_tensors, **kwargs)) 

output_masks = to_list( 

layer.compute_mask(computed_tensors, 

computed_masks)) 

# Update tensor_map. 

for x, y, mask in zip(reference_output_tensors, 

output_tensors, 

output_masks): 

tensor_map[x] = (y, mask) 

# Check that we did compute the model outputs, 

# then instantiate a new model from inputs and outputs. 

output_tensors = [] 

for x in model.outputs: 

assert x in tensor_map, 'Could not compute output ' + str(x) 

tensor, _ = tensor_map[x] 

output_tensors.append(tensor) 

return Model(input_tensors, output_tensors, name=model.name) 

def _clone_sequential_model(model, input_tensors=None): 

"""Clone a `Sequential` model instance. 

Model cloning is similar to calling a model on new inputs, 

except that it creates new layers (and thus new weights) instead 

of sharing the weights of the existing layers. 

# Arguments 

model: Instance of `Sequential`. 

input_tensors: optional list of input tensors 

to build the model upon. If not provided, 

placeholders will be created. 

# Returns 

An instance of `Sequential` reproducing the behavior 

of the original model, on top of new inputs tensors, 

using newly instantiated weights. 

# Raises 

ValueError: in case of invalid `model` argument value. 

""" 

if not isinstance(model, Sequential): 

raise ValueError('Expected `model` argument ' 

'to be a `Sequential` model instance, ' 

'but got:', model) 

def clone(layer): 

return layer.__class__.from_config(layer.get_config()) 

layers = [clone(layer) for layer in model.layers] 

if input_tensors is None: 

return Sequential(layers=layers, name=model.name) 

else: 

if len(to_list(input_tensors)) != 1: 

raise ValueError('To clone a `Sequential` model, we expect ' 

' at most one tensor ' 

'as part of `input_tensors`.') 
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x = to_list(input_tensors)[0] 

if K.is_keras_tensor(x): 

origin_layer = x._keras_history[0] 

if isinstance(origin_layer, InputLayer): 

return Sequential(layers=[origin_layer] + layers, 

name=model.name) 

else: 

raise ValueError('Cannot clone a `Sequential` model on top ' 

'of a tensor that comes from a Keras layer ' 

'other than an `InputLayer`. ' 

'Use the functional API instead.') 

input_tensor = Input(tensor=x, 

name='input_wrapper_for_' + str(x.name)) 

input_layer = input_tensor._keras_history[0] 

return Sequential(layers=[input_layer] + layers, name=model.name) 

def clone_model(model, input_tensors=None): 

"""Clone any `Model` instance. 

Model cloning is similar to calling a model on new inputs, 

except that it creates new layers (and thus new weights) instead 

of sharing the weights of the existing layers. 

# Arguments 

model: Instance of `Model` 

(could be a functional model or a Sequential model). 

input_tensors: optional list of input tensors 

to build the model upon. If not provided, 

placeholders will be created. 

# Returns 

An instance of `Model` reproducing the behavior 

of the original model, on top of new inputs tensors, 

using newly instantiated weights. 

# Raises 

ValueError: in case of invalid `model` argument value. 

""" 

if isinstance(model, Sequential): 

return _clone_sequential_model(model, input_tensors=input_tensors) 

else: 

return _clone_functional_model(model, input_tensors=input_tensors) 
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C.2 Keras activations 

 

"""Built-in activation functions. 

""" 

from __future__ import absolute_import 

from __future__ import division 

from __future__ import print_function 

import six 

import warnings 

from . import backend as K 

from .utils.generic_utils import deserialize_keras_object 

from .engine import Layer 

def softmax(x, axis=-1): 

"""Softmax activation function. 

# Arguments 

x: Input tensor. 

axis: Integer, axis along which the softmax normalization is applied. 

# Returns 

Tensor, output of softmax transformation. 

# Raises 

ValueError: In case `dim(x) == 1`. 

""" 

ndim = K.ndim(x) 

if ndim == 1: 

raise ValueError('Cannot apply softmax to a tensor that is 1D') 

elif ndim == 2: 

return K.softmax(x) 

elif ndim > 2: 

e = K.exp(x - K.max(x, axis=axis, keepdims=True)) 

s = K.sum(e, axis=axis, keepdims=True) 

return e / s 

else: 

raise ValueError('Cannot apply softmax to a tensor that is 1D. ' 

'Received input: %s' % x) 

def elu(x, alpha=1.0): 

"""Exponential linear unit. 

# Arguments 

x: Input tensor. 

alpha: A scalar, slope of negative section. 

# Returns 

The exponential linear activation: `x` if `x > 0` and 

`alpha * (exp(x)-1)` if `x < 0`. 

# References 

- [Fast and Accurate Deep Network Learning by Exponential 

Linear Units (ELUs)](https://arxiv.org/abs/1511.07289) 

""" 
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return K.elu(x, alpha) 

def selu(x): 

"""Scaled Exponential Linear Unit (SELU). 

SELU is equal to: `scale * elu(x, alpha)`, where alpha and scale 

are pre-defined constants. The values of `alpha` and `scale` are 

chosen so that the mean and variance of the inputs are preserved 

between two consecutive layers as long as the weights are initialized 

correctly (see `lecun_normal` initialization) and the number of inputs 

is "large enough" (see references for more information). 

# Arguments 

x: A tensor or variable to compute the activation function for. 

# Returns 

The scaled exponential unit activation: `scale * elu(x, alpha)`. 

# Note 

- To be used together with the initialization "lecun_normal". 

- To be used together with the dropout variant "AlphaDropout". 

# References 

- [Self-Normalizing Neural Networks](https://arxiv.org/abs/1706.02515) 

""" 

alpha = 1.6732632423543772848170429916717 

scale = 1.0507009873554804934193349852946 

return scale * K.elu(x, alpha) 

def softplus(x): 

"""Softplus activation function. 

# Arguments 

x: Input tensor. 

# Returns 

The softplus activation: `log(exp(x) + 1)`. 

""" 

return K.softplus(x) 

def softsign(x): 

"""Softsign activation function. 

# Arguments 

x: Input tensor. 

# Returns 

The softplus activation: `x / (abs(x) + 1)`. 

""" 

return K.softsign(x) 

def relu(x, alpha=0., max_value=None, threshold=0.): 

"""Rectified Linear Unit. 

With default values, it returns element-wise `max(x, 0)`. 

Otherwise, it follows: 

`f(x) = max_value` for `x >= max_value`, 

`f(x) = x` for `threshold <= x < max_value`, 

`f(x) = alpha * (x - threshold)` otherwise. 

# Arguments 

x: Input tensor. 

alpha: float. Slope of the negative part. Defaults to zero. 
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max_value: float. Saturation threshold. 

threshold: float. Threshold value for thresholded activation. 

# Returns 

A tensor. 

""" 

return K.relu(x, alpha=alpha, max_value=max_value, threshold=threshold) 

def tanh(x): 

"""Hyperbolic tangent activation function. 

""" 

return K.tanh(x) 

def sigmoid(x): 

"""Sigmoid activation function. 

""" 

return K.sigmoid(x) 

def hard_sigmoid(x): 

"""Hard sigmoid activation function. 

Faster to compute than sigmoid activation. 

# Arguments 

x: Input tensor. 

# Returns 

Hard sigmoid activation: 

- `0` if `x < -2.5` 

- `1` if `x > 2.5` 

- `0.2 * x + 0.5` if `-2.5 <= x <= 2.5`. 

""" 

return K.hard_sigmoid(x) 

def exponential(x): 

"""Exponential (base e) activation function. 

""" 

return K.exp(x) 

def linear(x): 

"""Linear (i.e. identity) activation function. 

""" 

return x 

def serialize(activation): 

return activation.__name__ 

def deserialize(name, custom_objects=None): 

return deserialize_keras_object( 

name, 

module_objects=globals(), 

custom_objects=custom_objects, 

printable_module_name='activation function') 

def get(identifier): 

"""Get the `identifier` activation function. 

# Arguments 

identifier: None or str, name of the function. 

# Returns 

The activation function, `linear` if `identifier` is None. 
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# Raises 

ValueError if unknown identifier 

""" 

if identifier is None: 

return linear 

if isinstance(identifier, six.string_types): 

identifier = str(identifier) 

return deserialize(identifier) 

elif callable(identifier): 

if isinstance(identifier, Layer): 

warnings.warn( 

'Do not pass a layer instance (such as {identifier}) as the ' 

'activation argument of another layer. Instead, advanced ' 

'activation layers should be used just like any other ' 

'layer in a model.'.format( 

identifier=identifier.__class__.__name__)) 

return identifier 

else: 

raise ValueError('Could not interpret ' 

'activation function identifier:', identifier) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



153 
 

C.3 Keras losses 

 

"""Built-in loss functions. 

""" 

from __future__ import absolute_import 

from __future__ import division 

from __future__ import print_function 

import six 

from . import backend as K 

from .utils.generic_utils import deserialize_keras_object 

from .utils.generic_utils import serialize_keras_object 

def mean_squared_error(y_true, y_pred): 

return K.mean(K.square(y_pred - y_true), axis=-1) 

def mean_absolute_error(y_true, y_pred): 

return K.mean(K.abs(y_pred - y_true), axis=-1) 

def mean_absolute_percentage_error(y_true, y_pred): 

diff = K.abs((y_true - y_pred) / K.clip(K.abs(y_true), 

K.epsilon(), 

None)) 

return 100. * K.mean(diff, axis=-1) 

def mean_squared_logarithmic_error(y_true, y_pred): 

first_log = K.log(K.clip(y_pred, K.epsilon(), None) + 1.) 

second_log = K.log(K.clip(y_true, K.epsilon(), None) + 1.) 

return K.mean(K.square(first_log - second_log), axis=-1) 

def squared_hinge(y_true, y_pred): 

return K.mean(K.square(K.maximum(1. - y_true * y_pred, 0.)), axis=-1) 

def hinge(y_true, y_pred): 

return K.mean(K.maximum(1. - y_true * y_pred, 0.), axis=-1) 

def categorical_hinge(y_true, y_pred): 

pos = K.sum(y_true * y_pred, axis=-1) 

neg = K.max((1. - y_true) * y_pred, axis=-1) 

return K.maximum(0., neg - pos + 1.) 

def logcosh(y_true, y_pred): 

"""Logarithm of the hyperbolic cosine of the prediction error. 

`log(cosh(x))` is approximately equal to `(x ** 2) / 2` for small `x` and 

to `abs(x) - log(2)` for large `x`. This means that 'logcosh' works mostly 

like the mean squared error, but will not be so strongly affected by the 

occasional wildly incorrect prediction. 

# Arguments 

y_true: tensor of true targets. 

y_pred: tensor of predicted targets. 

# Returns 

Tensor with one scalar loss entry per sample. 

""" 

def _logcosh(x): 

return x + K.softplus(-2. * x) - K.log(2.) 
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return K.mean(_logcosh(y_pred - y_true), axis=-1) 

def categorical_crossentropy(y_true, y_pred): 

return K.categorical_crossentropy(y_true, y_pred) 

def sparse_categorical_crossentropy(y_true, y_pred): 

return K.sparse_categorical_crossentropy(y_true, y_pred) 

def binary_crossentropy(y_true, y_pred): 

return K.mean(K.binary_crossentropy(y_true, y_pred), axis=-1) 

def kullback_leibler_divergence(y_true, y_pred): 

y_true = K.clip(y_true, K.epsilon(), 1) 

y_pred = K.clip(y_pred, K.epsilon(), 1) 

return K.sum(y_true * K.log(y_true / y_pred), axis=-1) 

def poisson(y_true, y_pred): 

return K.mean(y_pred - y_true * K.log(y_pred + K.epsilon()), axis=-1) 

def cosine_proximity(y_true, y_pred): 

y_true = K.l2_normalize(y_true, axis=-1) 

y_pred = K.l2_normalize(y_pred, axis=-1) 

return -K.sum(y_true * y_pred, axis=-1) 

# Aliases. 

mse = MSE = mean_squared_error 

mae = MAE = mean_absolute_error 

mape = MAPE = mean_absolute_percentage_error 

msle = MSLE = mean_squared_logarithmic_error 

kld = KLD = kullback_leibler_divergence 

cosine = cosine_proximity 

def serialize(loss): 

return serialize_keras_object(loss) 

def deserialize(name, custom_objects=None): 

return deserialize_keras_object(name, 

module_objects=globals(), 

custom_objects=custom_objects, 

printable_module_name='loss function') 

def get(identifier): 

"""Get the `identifier` loss function. 

# Arguments 

identifier: None or str, name of the function. 

# Returns 

The loss function or None if `identifier` is None. 

# Raises 

ValueError if unknown identifier. 

""" 

if identifier is None: 

return None 

if isinstance(identifier, six.string_types): 

identifier = str(identifier) 

return deserialize(identifier) 

if isinstance(identifier, dict): 

return deserialize(identifier) 

elif callable(identifier): 
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return identifier 

else: 

raise ValueError('Could not interpret ' 

'loss function identifier:', identifier) 
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C.4 Keras optimizers 

 

"""Built-in optimizer classes. 

""" 

from __future__ import absolute_import 

from __future__ import division 

from __future__ import print_function 

import six 

import copy 

from six.moves import zip 

from . import backend as K 

from .utils.generic_utils import serialize_keras_object 

from .utils.generic_utils import deserialize_keras_object 

from .legacy import interfaces 

if K.backend() == 'tensorflow': 

import tensorflow as tf 

def clip_norm(g, c, n): 

"""Clip the gradient `g` if the L2 norm `n` exceeds `c`. 

# Arguments 

g: Tensor, the gradient tensor 

c: float >= 0. Gradients will be clipped 

when their L2 norm exceeds this value. 

n: Tensor, actual norm of `g`. 

# Returns 

Tensor, the gradient clipped if required. 

""" 

if c <= 0: # if clipnorm == 0 no need to add ops to the graph 

return g 

# tf require using a special op to multiply IndexedSliced by scalar 

if K.backend() == 'tensorflow': 

condition = n >= c 

then_expression = tf.scalar_mul(c / n, g) 

else_expression = g 

# saving the shape to avoid converting sparse tensor to dense 

if isinstance(then_expression, tf.Tensor): 

g_shape = copy.copy(then_expression.get_shape()) 

elif isinstance(then_expression, tf.IndexedSlices): 

g_shape = copy.copy(then_expression.dense_shape) 

if condition.dtype != tf.bool: 

condition = tf.cast(condition, 'bool') 

g = tf.cond(condition, 

lambda: then_expression, 

lambda: else_expression) 

if isinstance(then_expression, tf.Tensor): 

g.set_shape(g_shape) 

elif isinstance(then_expression, tf.IndexedSlices): 
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g._dense_shape = g_shape 

else:g = K.switch(K.greater_equal(n, c), g * c / n, g) 

return g 

class Optimizer(object): 

"""Abstract optimizer base class. 

Note: this is the parent class of all optimizers, not an actual optimizer 

that can be used for training models. 

All Keras optimizers support the following keyword arguments: 

clipnorm: float >= 0. Gradients will be clipped 

when their L2 norm exceeds this value. 

clipvalue: float >= 0. Gradients will be clipped 

when their absolute value exceeds this value. 

""" 

def __init__(self, **kwargs): 

allowed_kwargs = {'clipnorm', 'clipvalue'} 

for k in kwargs: 

if k not in allowed_kwargs: 

raise TypeError('Unexpected keyword argument ' 

'passed to optimizer: ' + str(k)) 

self.__dict__.update(kwargs) 

self.updates = [] 

self.weights = [] 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

raise NotImplementedError 

def get_gradients(self, loss, params): 

grads = K.gradients(loss, params) 

if None in grads: 

raise ValueError('An operation has `None` for gradient. ' 

'Please make sure that all of your ops have a ' 

'gradient defined (i.e. are differentiable). ' 

'Common ops without gradient: ' 

'K.argmax, K.round, K.eval.') 

if hasattr(self, 'clipnorm') and self.clipnorm > 0: 

norm = K.sqrt(sum([K.sum(K.square(g)) for g in grads])) 

grads = [clip_norm(g, self.clipnorm, norm) for g in grads] 

if hasattr(self, 'clipvalue') and self.clipvalue > 0: 

grads = [K.clip(g, -self.clipvalue, self.clipvalue) for g in grads] 

return grads 

def set_weights(self, weights): 

"""Sets the weights of the optimizer, from Numpy arrays. 

Should only be called after computing the gradients 

(otherwise the optimizer has no weights). 

# Arguments 

weights: a list of Numpy arrays. The number 

of arrays and their shape must match 

number of the dimensions of the weights 

of the optimizer (i.e. it should match the 
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output of `get_weights`). 

# Raises 

ValueError: in case of incompatible weight shapes. 

""" 

params = self.weights 

if len(params) != len(weights): 

raise ValueError('Length of the specified weight list (' + 

str(len(weights)) + 

') does not match the number of weights ' + 

'of the optimizer (' + str(len(params)) + ')') 

weight_value_tuples = [] 

param_values = K.batch_get_value(params) 

for pv, p, w in zip(param_values, params, weights): 

if pv.shape != w.shape: 

raise ValueError('Optimizer weight shape ' + 

str(pv.shape) + 

' not compatible with ' 

'provided weight shape ' + str(w.shape)) 

weight_value_tuples.append((p, w)) 

K.batch_set_value(weight_value_tuples) 

def get_weights(self): 

"""Returns the current value of the weights of the optimizer. 

# Returns 

A list of numpy arrays. 

""" 

return K.batch_get_value(self.weights) 

def get_config(self): 

config = {} 

if hasattr(self, 'clipnorm'): 

config['clipnorm'] = self.clipnorm 

if hasattr(self, 'clipvalue'): 

config['clipvalue'] = self.clipvalue 

return config 

@classmethod 

def from_config(cls, config): 

return cls(**config) 

class SGD(Optimizer): 

"""Stochastic gradient descent optimizer. 

Includes support for momentum, 

learning rate decay, and Nesterov momentum. 

# Arguments 

lr: float >= 0. Learning rate. 

momentum: float >= 0. Parameter that accelerates SGD 

in the relevant direction and dampens oscillations. 

decay: float >= 0. Learning rate decay over each update. 

nesterov: boolean. Whether to apply Nesterov momentum. 

""" 

def __init__(self, lr=0.01, momentum=0., decay=0., 
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nesterov=False, **kwargs): 

super(SGD, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

self.lr = K.variable(lr, name='lr') 

self.momentum = K.variable(momentum, name='momentum') 

self.decay = K.variable(decay, name='decay') 

self.initial_decay = decay 

self.nesterov = nesterov 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 

K.dtype(self.decay)))) 

# momentum 

shapes = [K.int_shape(p) for p in params] 

moments = [K.zeros(shape) for shape in shapes] 

self.weights = [self.iterations] + moments 

for p, g, m in zip(params, grads, moments): 

v = self.momentum * m - lr * g # velocity 

self.updates.append(K.update(m, v)) 

if self.nesterov: 

new_p = p + self.momentum * v - lr * g 

else: 

new_p = p + v 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'momentum': float(K.get_value(self.momentum)), 

'decay': float(K.get_value(self.decay)), 

'nesterov': self.nesterov} 

base_config = super(SGD, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class RMSprop(Optimizer): 

"""RMSProp optimizer. 

It is recommended to leave the parameters of this optimizer 

at their default values 

(except the learning rate, which can be freely tuned). 

This optimizer is usually a good choice for recurrent 

neural networks. 

# Arguments 
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lr: float >= 0. Learning rate. 

rho: float >= 0. 

epsilon: float >= 0. Fuzz factor. If `None`, defaults to `K.epsilon()`. 

decay: float >= 0. Learning rate decay over each update. 

# References 

- [rmsprop: Divide the gradient by a running average of its recent magnitude] 

(http://www.cs.toronto.edu/~tijmen/csc321/slides/lecture_slides_lec6.pdf) 

""" 

def __init__(self, lr=0.001, rho=0.9, epsilon=None, decay=0., 

**kwargs): 

super(RMSprop, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.lr = K.variable(lr, name='lr') 

self.rho = K.variable(rho, name='rho') 

self.decay = K.variable(decay, name='decay') 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

if epsilon is None: 

epsilon = K.epsilon() 

self.epsilon = epsilon 

self.initial_decay = decay 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

accumulators = [K.zeros(K.int_shape(p), dtype=K.dtype(p)) for p in params] 

self.weights = accumulators 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 

K.dtype(self.decay)))) 

for p, g, a in zip(params, grads, accumulators): 

# update accumulator 

new_a = self.rho * a + (1. - self.rho) * K.square(g) 

self.updates.append(K.update(a, new_a)) 

new_p = p - lr * g / (K.sqrt(new_a) + self.epsilon) 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'rho': float(K.get_value(self.rho)), 

'decay': float(K.get_value(self.decay)), 

'epsilon': self.epsilon} 

base_config = super(RMSprop, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class Adagrad(Optimizer): 
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"""Adagrad optimizer. 

Adagrad is an optimizer with parameter-specific learning rates, 

which are adapted relative to how frequently a parameter gets 

updated during training. The more updates a parameter receives, 

the smaller the updates. 

It is recommended to leave the parameters of this optimizer 

at their default values. 

# Arguments 

lr: float >= 0. Initial learning rate. 

epsilon: float >= 0. If `None`, defaults to `K.epsilon()`. 

decay: float >= 0. Learning rate decay over each update. 

# References 

- [Adaptive Subgradient Methods for Online Learning and Stochastic 

Optimization](http://www.jmlr.org/papers/volume12/duchi11a/duchi11a.pdf) 

""" 

def __init__(self, lr=0.01, epsilon=None, decay=0., **kwargs): 

super(Adagrad, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.lr = K.variable(lr, name='lr') 

self.decay = K.variable(decay, name='decay') 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

if epsilon is None: 

epsilon = K.epsilon() 

self.epsilon = epsilon 

self.initial_decay = decay 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

shapes = [K.int_shape(p) for p in params] 

accumulators = [K.zeros(shape) for shape in shapes] 

self.weights = accumulators 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 

K.dtype(self.decay)))) 

for p, g, a in zip(params, grads, accumulators): 

new_a = a + K.square(g) # update accumulator 

self.updates.append(K.update(a, new_a)) 

new_p = p - lr * g / (K.sqrt(new_a) + self.epsilon) 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'decay': float(K.get_value(self.decay)), 
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'epsilon': self.epsilon} 

base_config = super(Adagrad, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class Adadelta(Optimizer): 

"""Adadelta optimizer. 

Adadelta is a more robust extension of Adagrad 

that adapts learning rates based on a moving window of gradient updates, 

instead of accumulating all past gradients. This way, Adadelta continues 

learning even when many updates have been done. Compared to Adagrad, in the 

original version of Adadelta you don't have to set an initial learning 

rate. In this version, initial learning rate and decay factor can 

be set, as in most other Keras optimizers. 

It is recommended to leave the parameters of this optimizer 

at their default values. 

# Arguments 

lr: float >= 0. Initial learning rate, defaults to 1. 

It is recommended to leave it at the default value. 

rho: float >= 0. Adadelta decay factor, corresponding to fraction of 

gradient to keep at each time step. 

epsilon: float >= 0. Fuzz factor. If `None`, defaults to `K.epsilon()`. 

decay: float >= 0. Initial learning rate decay. 

# References 

- [Adadelta - an adaptive learning rate method] 

(https://arxiv.org/abs/1212.5701) 

""" 

def __init__(self, lr=1.0, rho=0.95, epsilon=None, decay=0., 

**kwargs): 

super(Adadelta, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.lr = K.variable(lr, name='lr') 

self.decay = K.variable(decay, name='decay') 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

if epsilon is None: 

epsilon = K.epsilon() 

self.rho = rho 

self.epsilon = epsilon 

self.initial_decay = decay 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

shapes = [K.int_shape(p) for p in params] 

accumulators = [K.zeros(shape) for shape in shapes] 

delta_accumulators = [K.zeros(shape) for shape in shapes] 

self.weights = accumulators + delta_accumulators 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 
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K.dtype(self.decay)))) 

for p, g, a, d_a in zip(params, grads, accumulators, delta_accumulators): 

# update accumulator 

new_a = self.rho * a + (1. - self.rho) * K.square(g) 

self.updates.append(K.update(a, new_a)) 

# use the new accumulator and the *old* delta_accumulator 

update = g * K.sqrt(d_a + self.epsilon) / K.sqrt(new_a + self.epsilon) 

new_p = p - lr * update 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

# update delta_accumulator 

new_d_a = self.rho * d_a + (1 - self.rho) * K.square(update) 

self.updates.append(K.update(d_a, new_d_a)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'rho': self.rho, 

'decay': float(K.get_value(self.decay)), 

'epsilon': self.epsilon} 

base_config = super(Adadelta, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class Adam(Optimizer): 

"""Adam optimizer. 

Default parameters follow those provided in the original paper. 

# Arguments 

lr: float >= 0. Learning rate. 

beta_1: float, 0 < beta < 1. Generally close to 1. 

beta_2: float, 0 < beta < 1. Generally close to 1. 

epsilon: float >= 0. Fuzz factor. If `None`, defaults to `K.epsilon()`. 

decay: float >= 0. Learning rate decay over each update. 

amsgrad: boolean. Whether to apply the AMSGrad variant of this 

algorithm from the paper "On the Convergence of Adam and 

Beyond". 

# References 

- [Adam - A Method for Stochastic Optimization] 

(https://arxiv.org/abs/1412.6980v8) 

- [On the Convergence of Adam and Beyond] 

(https://openreview.net/forum?id=ryQu7f-RZ) 

""" 

def __init__(self, lr=0.001, beta_1=0.9, beta_2=0.999, 

epsilon=None, decay=0., amsgrad=False, **kwargs): 

super(Adam, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

self.lr = K.variable(lr, name='lr') 

self.beta_1 = K.variable(beta_1, name='beta_1') 
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self.beta_2 = K.variable(beta_2, name='beta_2') 

self.decay = K.variable(decay, name='decay') 

if epsilon is None: 

epsilon = K.epsilon() 

self.epsilon = epsilon 

self.initial_decay = decay 

self.amsgrad = amsgrad 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 

K.dtype(self.decay)))) 

t = K.cast(self.iterations, K.floatx()) + 1 

lr_t = lr * (K.sqrt(1. - K.pow(self.beta_2, t)) / 

(1. - K.pow(self.beta_1, t))) 

ms = [K.zeros(K.int_shape(p), dtype=K.dtype(p)) for p in params] 

vs = [K.zeros(K.int_shape(p), dtype=K.dtype(p)) for p in params] 

if self.amsgrad: 

vhats = [K.zeros(K.int_shape(p), dtype=K.dtype(p)) for p in params] 

else: 

vhats = [K.zeros(1) for _ in params] 

self.weights = [self.iterations] + ms + vs + vhats 

for p, g, m, v, vhat in zip(params, grads, ms, vs, vhats): 

m_t = (self.beta_1 * m) + (1. - self.beta_1) * g 

v_t = (self.beta_2 * v) + (1. - self.beta_2) * K.square(g) 

if self.amsgrad: 

vhat_t = K.maximum(vhat, v_t) 

p_t = p - lr_t * m_t / (K.sqrt(vhat_t) + self.epsilon) 

self.updates.append(K.update(vhat, vhat_t)) 

else: 

p_t = p - lr_t * m_t / (K.sqrt(v_t) + self.epsilon) 

self.updates.append(K.update(m, m_t)) 

self.updates.append(K.update(v, v_t)) 

new_p = p_t 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'beta_1': float(K.get_value(self.beta_1)), 

'beta_2': float(K.get_value(self.beta_2)), 

'decay': float(K.get_value(self.decay)), 

'epsilon': self.epsilon, 
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'amsgrad': self.amsgrad} 

base_config = super(Adam, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class Adamax(Optimizer): 

"""Adamax optimizer from Adam paper's Section 7. 

It is a variant of Adam based on the infinity norm. 

Default parameters follow those provided in the paper. 

# Arguments 

lr: float >= 0. Learning rate. 

beta_1/beta_2: floats, 0 < beta < 1. Generally close to 1. 

epsilon: float >= 0. Fuzz factor. If `None`, defaults to `K.epsilon()`. 

decay: float >= 0. Learning rate decay over each update. 

# References 

- [Adam - A Method for Stochastic Optimization] 

(https://arxiv.org/abs/1412.6980v8) 

""" 

def __init__(self, lr=0.002, beta_1=0.9, beta_2=0.999, 

epsilon=None, decay=0., **kwargs): 

super(Adamax, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

self.lr = K.variable(lr, name='lr') 

self.beta_1 = K.variable(beta_1, name='beta_1') 

self.beta_2 = K.variable(beta_2, name='beta_2') 

self.decay = K.variable(decay, name='decay') 

if epsilon is None: 

epsilon = K.epsilon() 

self.epsilon = epsilon 

self.initial_decay = decay 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.get_gradients(loss, params) 

self.updates = [K.update_add(self.iterations, 1)] 

lr = self.lr 

if self.initial_decay > 0: 

lr = lr * (1. / (1. + self.decay * K.cast(self.iterations, 

K.dtype(self.decay)))) 

t = K.cast(self.iterations, K.floatx()) + 1 

lr_t = lr / (1. - K.pow(self.beta_1, t)) 

shapes = [K.int_shape(p) for p in params] 

# zero init of 1st moment 

ms = [K.zeros(shape) for shape in shapes] 

# zero init of exponentially weighted infinity norm 

us = [K.zeros(shape) for shape in shapes] 

self.weights = [self.iterations] + ms + us 

for p, g, m, u in zip(params, grads, ms, us): 

m_t = (self.beta_1 * m) + (1. - self.beta_1) * g 

u_t = K.maximum(self.beta_2 * u, K.abs(g)) 
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p_t = p - lr_t * m_t / (u_t + self.epsilon) 

self.updates.append(K.update(m, m_t)) 

self.updates.append(K.update(u, u_t)) 

new_p = p_t 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'beta_1': float(K.get_value(self.beta_1)), 

'beta_2': float(K.get_value(self.beta_2)), 

'decay': float(K.get_value(self.decay)), 

'epsilon': self.epsilon} 

base_config = super(Adamax, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class Nadam(Optimizer): 

"""Nesterov Adam optimizer. 

Much like Adam is essentially RMSprop with momentum, 

Nadam is Adam RMSprop with Nesterov momentum. 

Default parameters follow those provided in the paper. 

It is recommended to leave the parameters of this optimizer 

at their default values. 

# Arguments 

lr: float >= 0. Learning rate. 

beta_1/beta_2: floats, 0 < beta < 1. Generally close to 1. 

epsilon: float >= 0. Fuzz factor. If `None`, defaults to `K.epsilon()`. 

# References 

- [Nadam report](http://cs229.stanford.edu/proj2015/054_report.pdf) 

- [On the importance of initialization and momentum in deep learning] 

(http://www.cs.toronto.edu/~fritz/absps/momentum.pdf) 

""" 

def __init__(self, lr=0.002, beta_1=0.9, beta_2=0.999, 

epsilon=None, schedule_decay=0.004, **kwargs): 

super(Nadam, self).__init__(**kwargs) 

with K.name_scope(self.__class__.__name__): 

self.iterations = K.variable(0, dtype='int64', name='iterations') 

self.m_schedule = K.variable(1., name='m_schedule') 

self.lr = K.variable(lr, name='lr') 

self.beta_1 = K.variable(beta_1, name='beta_1') 

self.beta_2 = K.variable(beta_2, name='beta_2') 

if epsilon is None: 

epsilon = K.epsilon() 

self.epsilon = epsilon 

self.schedule_decay = schedule_decay 

@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 
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grads = self.get_gradients(loss, params) 

self.updates = [K.update_add(self.iterations, 1)] 

t = K.cast(self.iterations, K.floatx()) + 1 

# Due to the recommendations in [2], i.e. warming momentum schedule 

momentum_cache_t = self.beta_1 * (1. - 0.5 * ( 

K.pow(K.cast_to_floatx(0.96), t * self.schedule_decay))) 

momentum_cache_t_1 = self.beta_1 * (1. - 0.5 * ( 

K.pow(K.cast_to_floatx(0.96), (t + 1) * self.schedule_decay))) 

m_schedule_new = self.m_schedule * momentum_cache_t 

m_schedule_next = self.m_schedule * momentum_cache_t * momentum_cache_t_1 

self.updates.append((self.m_schedule, m_schedule_new)) 

shapes = [K.int_shape(p) for p in params] 

ms = [K.zeros(shape) for shape in shapes] 

vs = [K.zeros(shape) for shape in shapes] 

self.weights = [self.iterations] + ms + vs 

for p, g, m, v in zip(params, grads, ms, vs): 

# the following equations given in [1] 

g_prime = g / (1. - m_schedule_new) 

m_t = self.beta_1 * m + (1. - self.beta_1) * g 

m_t_prime = m_t / (1. - m_schedule_next) 

v_t = self.beta_2 * v + (1. - self.beta_2) * K.square(g) 

v_t_prime = v_t / (1. - K.pow(self.beta_2, t)) 

m_t_bar = (1. - momentum_cache_t) * g_prime + ( 

momentum_cache_t_1 * m_t_prime) 

self.updates.append(K.update(m, m_t)) 

self.updates.append(K.update(v, v_t)) 

p_t = p - self.lr * m_t_bar / (K.sqrt(v_t_prime) + self.epsilon) 

new_p = p_t 

# Apply constraints. 

if getattr(p, 'constraint', None) is not None: 

new_p = p.constraint(new_p) 

self.updates.append(K.update(p, new_p)) 

return self.updates 

def get_config(self): 

config = {'lr': float(K.get_value(self.lr)), 

'beta_1': float(K.get_value(self.beta_1)), 

'beta_2': float(K.get_value(self.beta_2)), 

'epsilon': self.epsilon, 

'schedule_decay': self.schedule_decay} 

base_config = super(Nadam, self).get_config() 

return dict(list(base_config.items()) + list(config.items())) 

class TFOptimizer(Optimizer): 

"""Wrapper class for native TensorFlow optimizers. 

""" 

def __init__(self, optimizer): 

self.optimizer = optimizer 

with K.name_scope(self.__class__.__name__): 

self.iterations = K.variable(0, dtype='int64', name='iterations') 
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@interfaces.legacy_get_updates_support 

def get_updates(self, loss, params): 

grads = self.optimizer.compute_gradients(loss, params) 

self.updates = [K.update_add(self.iterations, 1)] 

opt_update = self.optimizer.apply_gradients( 

grads, global_step=self.iterations) 

self.updates.append(opt_update) 

return self.updates 

@property 

def weights(self): 

raise NotImplementedError 

def get_config(self): 

raise NotImplementedError 

def from_config(self, config): 

raise NotImplementedError 

# Aliases. 

sgd = SGD 

rmsprop = RMSprop 

adagrad = Adagrad 

adadelta = Adadelta 

adam = Adam 

adamax = Adamax 

nadam = Nadam 

def serialize(optimizer): 

return serialize_keras_object(optimizer) 

def deserialize(config, custom_objects=None): 

"""Inverse of the `serialize` function. 

# Arguments 

config: Optimizer configuration dictionary. 

custom_objects: Optional dictionary mapping 

names (strings) to custom objects 

(classes and functions) 

to be considered during deserialization. 

# Returns 

A Keras Optimizer instance. 

""" 

all_classes = { 

'sgd': SGD, 

'rmsprop': RMSprop, 

'adagrad': Adagrad, 

'adadelta': Adadelta, 

'adam': Adam, 

'adamax': Adamax, 

'nadam': Nadam, 

'tfoptimizer': TFOptimizer, 

} 

# Make deserialization case-insensitive for built-in optimizers. 

if config['class_name'].lower() in all_classes: 
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config['class_name'] = config['class_name'].lower() 

return deserialize_keras_object(config, 

module_objects=all_classes, 

custom_objects=custom_objects, 

printable_module_name='optimizer') 

def get(identifier): 

"""Retrieves a Keras Optimizer instance. 

# Arguments 

identifier: Optimizer identifier, one of 

- String: name of an optimizer 

- Dictionary: configuration dictionary. 

- Keras Optimizer instance (it will be returned unchanged). 

- TensorFlow Optimizer instance 

(it will be wrapped as a Keras Optimizer). 

# Returns 

A Keras Optimizer instance. 

# Raises 

ValueError: If `identifier` cannot be interpreted. 

""" 

if K.backend() == 'tensorflow': 

# Wrap TF optimizer instances 

if isinstance(identifier, tf.train.Optimizer): 

return TFOptimizer(identifier) 

if isinstance(identifier, dict): 

return deserialize(identifier) 

elif isinstance(identifier, six.string_types): 

config = {'class_name': str(identifier), 'config': {}} 

return deserialize(config) 

if isinstance(identifier, Optimizer): 

return identifier 

else: 

raise ValueError('Could not interpret optimizer identifier: ' + 

str(identifier)) 
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C.5 Keras metrics 

 

"""Built-in metrics. 

""" 

from __future__ import absolute_import 

from __future__ import division 

from __future__ import print_function 

import six 

from . import backend as K 

from .losses import mean_squared_error 

from .losses import mean_absolute_error 

from .losses import mean_absolute_percentage_error 

from .losses import mean_squared_logarithmic_error 

from .losses import hinge 

from .losses import logcosh 

from .losses import squared_hinge 

from .losses import categorical_crossentropy 

from .losses import sparse_categorical_crossentropy 

from .losses import binary_crossentropy 

from .losses import kullback_leibler_divergence 

from .losses import poisson 

from .losses import cosine_proximity 

from .utils.generic_utils import deserialize_keras_object 

from .utils.generic_utils import serialize_keras_object 

def binary_accuracy(y_true, y_pred): 

return K.mean(K.equal(y_true, K.round(y_pred)), axis=-1) 

def categorical_accuracy(y_true, y_pred): 

return K.cast(K.equal(K.argmax(y_true, axis=-1), 

K.argmax(y_pred, axis=-1)), 

K.floatx()) 

def sparse_categorical_accuracy(y_true, y_pred): 

# flatten y_true in case it's in shape (num_samples, 1) instead of (num_samples,) 

return K.cast(K.equal(K.flatten(y_true), 

K.cast(K.argmax(y_pred, axis=-1), K.floatx())), 

K.floatx()) 

def top_k_categorical_accuracy(y_true, y_pred, k=5): 

return K.mean(K.in_top_k(y_pred, K.argmax(y_true, axis=-1), k), axis=-1) 

def sparse_top_k_categorical_accuracy(y_true, y_pred, k=5): 

# If the shape of y_true is (num_samples, 1), flatten to (num_samples,) 

return K.mean(K.in_top_k(y_pred, K.cast(K.flatten(y_true), 'int32'), k), 

axis=-1) 

# Aliases 

mse = MSE = mean_squared_error 

mae = MAE = mean_absolute_error 

mape = MAPE = mean_absolute_percentage_error 

msle = MSLE = mean_squared_logarithmic_error 
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cosine = cosine_proximity 

def serialize(metric): 

return serialize_keras_object(metric) 

def deserialize(config, custom_objects=None): 

return deserialize_keras_object(config, 

module_objects=globals(), 

custom_objects=custom_objects, 

printable_module_name='metric function') 

def get(identifier): 

if isinstance(identifier, dict): 

config = {'class_name': str(identifier), 'config': {}} 

return deserialize(config) 

elif isinstance(identifier, six.string_types): 

return deserialize(str(identifier)) 

elif callable(identifier): 

return identifier 

else: 

raise ValueError('Could not interpret ' 

'metric function identifier:', identifier) 
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